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Executive Summary

This deliverable defines the ECO-eNET network and system architecture in terms of functional blocks,
layers, segments, and interfaces. These blocks and structures are introduced as a means to study the
control and management of the novel transmission technologies and of the confluent transport
networking investigated within ECO-eNET. They should not be taken as a comprehensive control and
management architecture, which is beyond the scope of this project. The ECO-eNET architecture
blocks also offer several deployment options that can be evaluated for potential implementation.

The ECO-eNET architecture is built around the concept of confluent networking — the seamless
integration of heterogeneous transmission media, including optical fibre, sub-THz wireless, and free-
space optics, into a unified, programmable infrastructure. This approach has the potential to enable
flexible and adaptive network behaviour, supporting dynamic service provisioning, intelligent
orchestration, and energy-aware operations across access, transport, and compute domains.

The architecture introduces key innovations, including the Confluent Network Manager, the Integrated
Access and Confluent Networks (IAC) Controller. Additionally, the integration of sensing data into the
End-to-End (E2E) Monitoring and Analytics Plane forms a cross-layer observability framework. These
components are designed to support closed-loop automation, telemetry, Artificial Intelligence (Al) and
Machine Learning (ML) driven optimisation. The system is modular and extensible, enabling
experimentation with emerging technologies and progressive integration of advanced control and
monitoring capabilities.

The design is informed by ongoing research and standardisation efforts, drawing inspiration from
initiatives such as 3GPP, Open Radio Access Network (O-RAN) Alliance, 6G Smart Networks and
Services Industry Association (6G-IA), the UK-funded Realising Enabling Architectures and Solutions
for Open Networks (REASON) project, and the EU 6G flagship project Hexa-X(-Il). The content of the
deliverable reflects a forward-looking perspective on how future networks can evolve toward greater
convergence, intelligence, and sustainability.

The architecture presented in this document follows a hybrid approach that combines a layered
structure with cross-layer vertical planes and a segmented view of the infrastructure. This allows the
design to represent distributed functions across the network topology while maintaining clarity in the
functional decomposition and interface definition. The overall architecture is also shaped by the use
cases defined in deliverable D1.1, which provides representative scenarios and performance targets to
guide the development and evaluation of the ECO-eNET technologies. These use cases help ensure
that the architecture remains grounded in realistic requirements and aligned with the broader 6G
research directions.

This deliverable serves as a foundational reference to inform the implementation and integration
activities in WP2, WP3, and WP4. The architectural definitions and interface specifications presented
in this document will be further refined and validated through prototyping and experimentation in
subsequent phases of the project.
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1. Introduction

A major goal of the ECO-eNET project is to build the technological foundation for realising mesh
networks in the metro-access ‘edge’, designed to address the performance and scalability required by
future networks. Today, we have examples of wireless mesh networks being used in this way, but they
lack the capacity found in wired networks. To address this, the ECO-eNET project aims to integrate
fibre networks with high-capacity wireless networks (up to sub-THz) and free space optical networks
(FSO). Taking wireless mesh networks as an example, such an integrated collection of network
technologies would need to be operated under a common control framework and essentially be treated
as a single unified network. This unification of communication technologies is referred to as a confluent
network.

Traditionally deployed networks exhibit a modular yet fragmented architecture, where technological
domains such as optical transport, packet switching, and radio access are managed in isolation. A
typical deployment of such networks is summarised in Figure 1. Despite advancements in domain-
specific dynamic configuration and intelligent control, cross-domain convergence remains partial.
Convergence, when implemented, is often achieved through abstraction levels that treat domains, such
as the optical network, as independent black boxes. This separation hinders coordinated optimisation,
leading to inefficient resource utilisation, increased latency, and suboptimal energy performance.
Furthermore, Multi-access Edge Computing (MEC) services are typically provisioned independently of
virtualised network functions, relying on dedicated compute resources and lacking integration with the
broader transport and access infrastructure.
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Figure 1: Popular setup in current offerings: partial convergence can be achieved, but this is typically realised
through abstraction, resulting in fragmented management, orchestration, and control layers. Compared to Figure
2, this diagram highlights the limitations of siloed domain operations.
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Figure 2: Long-term fully confluent network setup: a future-oriented design enables full convergence through
unified management, orchestration, and control. In contrast to Figure 1, a fully confluent architecture supports
integrated, end-to-end optimisation across network domains.

In contrast, ECO-eNET envisions a fully confluent network architecture, illustrated in Figure 2, where
diverse transmission technologies are seamlessly integrated into a unified, programmable
infrastructure. This long-term vision extends beyond current limited convergence, aiming for native
interoperability across domains. It incorporates emerging transport technologies and supports the
consolidation of integrated access and backhaul networks capable of dynamic service provisioning,
real-time resource orchestration, and end-to-end performance optimisation.

In this context, the architectures in Figure 1 and Figure 2 can be taken as two extremes illustrating
different degrees of integration towards confluent network architectures, representing a conceptual
progression from partial convergence to full confluence. Steps along this progression would involve
successively tighter integration of the different network technologies into unified elements, which might
also be taken as an evolutionary path from an implementation in today's network to a future network
with a fully unified confluent architecture.

A single, confluent system architecture might be expected to follow principles similar to the Internet
Protocol (IP) over Dense Wavelength Division Multiplexing (DWDM) architecture (IPODWDM) often
used in fibre networks. In this case, an electronic switch provides both packet and Ethernet switching
functionality (sometimes including other protocols such as fibre channel) and DWDM pluggable
transceivers allow the DWDM system to be fully integrated into the switching platform. Carrier-class
Ethernet or other wave-wrapper technology is used in the switches to provide much of the error
correction coding and other functions essential for the optical transmission portion. In a similar way,
sub-THz radio and free space optical interfaces can be integrated into the same box. Initially, these
would likely be in the form of chassis line cards but might evolve into different form factor pluggables.
Internally, system interfaces connect to servers and other compute resources, enabling data recovery
and baseband processing. Unifying the hardware in this way would enable communication channel
bonding across various transport media, including both wired and wireless, allowing data to be jointly
recovered for enhanced resilience or improved performance and capacity. The link capacity and
technology could be flexibly deployed and adapted based on the network needs. This fully confluent
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approach would likely use a virtualised network function approach in which different optimisations
across the transmission media can be implemented, including Atrtificial Intelligence (Al) and Machine
Learning (ML) based functions.

This vision is reinforced by structural parallels between Radio Access Network (RAN) intelligent
controller (RIC) architectures and Software-Defined Networking (SDN) controllers, which suggest a
pathway toward unified control and management, as highlighted in Figure 3'. These similarities are
particularly relevant in scenarios where xHaul is constrained — such as in dense deployments,
propagation-challenged environments, or distributed large MIMO systems — and where Integrated
Access and Backhaul (IAB) solutions are required. In such cases, access and transport functions must
operate in tandem, often on the same physical infrastructure, necessitating tighter integration at the

control and orchestration layers.

a
@ A1 Termination g O1 Termination
OpenRAN near-RT RIC

10N

Shared Services

Messaging Mobility Subscription Mgmt.  Security  Conflict Mitigation

E2 Termination

NBI API

(b)
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| openriow l§ NETCONF J RESTCONF [l gNmi [l P4runtimel ..

SBI Drivers

Figure 3: Comparison between (a) OpenRAN near-RT RIC and (b) a typical SDN controller architecture,
highlighting structural similarities. A recurring architectural motif is apparent: common Northbound Interfaces
(NBls), shared services as core first-party components, support for third-party applications, and Southbound

Interfaces (SBIs) drivers/terminations responsible for protocol translation. Terminology and specific services vary
across domains, but the use of similar concepts is evident.

Achieving this level of integration requires foundational innovation across both physical and logical
layers. ECO-eNET addresses this by exploring advanced transport technologies such as high-capacity
Radio Fixed Wireless (RFW) and FSO, in conjunction with Optical Spectrum as a Service (OSaaS),
while simultaneously investigating Integrated Access and Confluent network solutions. These
technologies are not pursued in isolation. Rather, they are embedded within a cohesive transport and

' Further evidence of structural convergence is given by the SD-RAN project [1], which uses an SDN
implementation (WONOS) to implement a RIC.
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access fabric designed to support hybrid and parallel paths. This enables resilient, adaptive, and high-
bandwidth connectivity aligned with the requirements of 6G systems.

To support the experimental exploration of these concepts, a high-level reference architecture has been
defined. This architecture serves as both a proof-of-concept and a practical framework for experimental
validation of the principles outlined above. It is intentionally designed as a transitional construct — a
stepping stone toward full confluence — incorporating intermediate mechanisms that enable progressive
integration and future extensibility aligned with the ECO-eNET timeline and allocated effort.

This document presents the outcomes of WP1, specifically the results of Task 1.2, and defines the
overall system architecture. The structure of the deliverable is as follows: Section 2 highlights relevant
initiatives that have influenced the design of the architecture. Section 3 introduces the architectural
design, principles and methodology. Sections 4 to 9 detail the high-level architecture, including the
functional blocks and interfaces that constitute the ECO-eNET proposition. Sections 10 and 11 map the
architectural elements into the project's requirements, use cases and work packages. Finally,
Section 12 concludes with a summary of the architecture’s key contributions and its role in enabling the
evolution of confluent networks.
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2. Industry Vision and Related Work

The development of the ECO-eNET architecture has been contextualised by a review of the prevailing
industry visions and architectural frameworks shaping the trajectory of next-generation networks. By
examining strategic initiatives such as the International Telecommunication Union Radiocommunication
Sector’s (ITU-R) International Mobile Telecommunications (IMT) 2030 and the 6G Smart Networks and
Services Industry Association (6G-IA) visions, we identified the key technological trends and systemic
shifts expected to define the 6G era. These include the pervasive integration of Al, the decentralisation
of intelligence, and the convergence of communication with sensing and computing capabilities. These
elements steered the architectural principles adopted in ECO-eNET.

In parallel, we analysed a range of advanced architectural frameworks proposed by leading research
initiatives and standardisation efforts, including the EU 6G flagship project Hexa-X(-Il), the UK-funded
REASON project, and the Open Radio Access Network (O-RAN) alliance specifications. These projects
offer concrete design patterns and functional decompositions that address the challenges of automation
in future networks. Their layered and modular approaches, emphasis on cross-domain orchestration,
and support for distributed intelligence have directly informed the structural and functional choices made
in ECO-eNET. This analysis also highlighted opportunities for integrating ECO-eNET’s confluent
network perspective into existing approaches. The following sections summarise the reviewed industry
vision and related works. A more detailed discussion of the architectural implications of these
frameworks and initiatives is presented in Section 3.1.

2.1. The ITU-R IMT-2030 Vision

The ITU-R IMT-2030 vision provides a strategic blueprint for the development of 6G mobile
communication systems, building upon the ITU-R IMT-2020 vision realised by 5G networks. As global
digital transformation accelerates, the IMT-2030 vision outlines the key usage scenarios, performance
indicators (KPIs), and architectural innovations necessary to meet the connectivity needs of emerging
applications, such as immersive services, advanced Al-driven services, industrial automation, and
sustainable smart cities. In particular, the KPIs outlined in the IMT-2030 vision reflect the 6G ambitions
to vastly exceed the technical performance of 5G. The IMT-2030 new usage scenarios reflect the vision
to enable diverse network services, building upon new 6G networks’ capabilities. These KPIs and usage
scenarios serve as benchmarks to guide the research, development, and standardisation efforts on 6G
networks.

In summary, as already detailed in ECO-eNET deliverable D1.1 [2], the traditional enhanced- Mobile
Broadband (eMBB) category from 5G evolves into the 6G Immersive Communication scenario, the
Ultra-Reliable Low-Latency Communication (URLLC) into the IMT-2030 Hyper Reliable and Low-
Latency Communication (HRLLC) scenario, while the massive-Machine Type Communication (mMTC)
category evolves into the IMT-2030 Massive Communication scenario [3]. These 6G usage scenarios
outlined by IMT-2030 impose stricter performance requirements across multiple traditional KPIs (mainly
the user-experienced data rate, latency, device density, reliability, and availability), unlike the more
straightforward targets of the 5G service classes, demanding an even higher level of technological
sophistication and network performance.

The ITU-R IMT-2030 framework also envisions an additional set of 6G usage scenarios that prioritise
capabilities alongside the service classes defined by performance metrics. For instance, sensing
capabilities and localisation will become integral network capabilities, with expectations of centimetre-
level location accuracy and robust sensing functions for environment awareness. By considering these
new capabilities/ categories alongside conventional performance-based scenarios, the framework aims
to provide a comprehensive perspective on how 6G can meet the demands of an interconnected world.
The prominent capabilities/categories identified within this framework include Ubiquitous Connectivity,
Al, and Integrated Sensing and Communication (ISAC).

e Ubiquitous Connectivity focuses on enhancing seamless connectivity across all areas,
integrating 6G features that ensure interworking with diverse systems to deliver reliable
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coverage everywhere. This means deploying infrastructure that can adapt to changing
conditions, e.g., increased demand during peak usage times or outages due to adverse
weather.

e The Al and Communication scenario aims to incorporate IT and Al technology advancements
to support services requiring extensive real-time data processing. This category is open to
include scenarios addressing both user and network services jointly.

e |ISAC is highlighted as a distinct scenario under IMT-2030, which considers using
telecommunication channels for sensing and communication. This dual-purpose usage is
expected to support capabilities like assisted navigation, activity recognition, environmental
tracking, and providing sensory data for Al and digital twin environments.

e Ubiquitous Connectivity and ISAC usage scenarios are expected to be tightly associated with
delivering services such as augmented reality (AR) and extended reality (XR), where accurate
real-time data about the user's environment is essential for providing immersive experiences.
In addition, ISAC can play a vital role in digital twin environments, where virtual replicas of
physical entities are used for simulations and analysis.

This approach marks a significant evolution in network design and operation, reflecting the increasing
complexity and diversity of services that future networks need to support.

To serve the aforementioned vision by ITU-R under IMT-2030, a 6G network architecture must move
beyond earlier network generations and adopt a more flexible, modular, and distributed framework that
integrates cloud-native principles, software-defined networking, and network function virtualisation
(NFV) alongside the integration of intelligence and new technologies at various network layers. This
shift will allow for scalable deployment, faster innovation cycles, and efficient resource allocation tailored
to varying service requirements.

An essential architectural innovation in 6G, as outlined by ITU-R, is the deep integration of Al and ML.
The IMT-2030 vision outlines future networks where Al is not just an add-on for network optimisation,
but a foundational layer that enables self-organising and context-aware networks. Al-driven automation
will be crucial in managing the complexity of heterogeneous and fast-changing network environments,
as well as continuously evolving service requirements, while maintaining the expected service
performance across diverse user profiles and service demands.

Another aspect to be considered in the development of 6G networks architecture is the integration of
sensing across network segments and layers. Although ISAC is in the focus of 6G networks and implies
integrating sensing at the access network segment, significant developments in network sensing in
complementary (non-3GPP standardised) network segments (e.g., transport) can play a significant role
in enabling 6G usage scenarios.

Lastly, the IMT-2030 vision embeds sustainability and ubiquitous coverage as core architectural
principles. The former is to ensure a small environmental footprint of 6G networks. The latter is to ensure
that rural, underserved, and developing regions can benefit from 6G advances.

2.2. The 6G-lA Vision

The 6G-IA plays a central role in shaping Europe’s strategic direction for next-generation connectivity,
bringing together stakeholders from industry, academia, and vertical sectors. Its work supports the
advancement of European leadership in 5G evolution and the development of future 6G systems. The
6G-IA vision outlines a strategic framework for the evolution of the telecommunications sector in the
context of 6G, focusing on the integration of intelligent network automation, decentralised service
provisioning, and sovereign digital infrastructure [4]. As networks evolve to support increasingly
complex service demands, the 6G-IA perspective identifies key technological enablers and architectural
directions necessary to support the next generation of connectivity. A central aspect of this vision is the
transition toward fully autonomous networks. These networks are expected to operate with minimal
human intervention, leveraging Al and machine learning to enable real-time, closed-loop decision-
making across all network domains. This evolution supports the dynamic orchestration of services and
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resources, enabling networks to adapt to changing traffic patterns, user behaviours, and infrastructure
conditions.

In parallel, the vision places strong emphasis on the decentralisation of Al capabilities. Future networks
are expected to support distributed Al training and inference at the edge, reducing reliance on
centralised cloud platforms and enhancing data sovereignty. This architectural shift enables the
development of services that are processed and monetised locally, aligning with broader goals of digital
autonomy and regional competitiveness. Open network architectures will facilitate access to diverse
datasets, supporting continuous learning and performance optimisation. Al will also be applied to energy
management, resource allocation, and security, with a focus on embedding intelligence across all layers
of the network [5].

The emergence of localised services is also highlighted, particularly those requiring low-latency and
high-reliability characteristics. These services may include public safety applications, event-based
monitoring, and other context-specific deployments. Their implementation will depend on the availability
of robust service development environments that can support innovation and ensure the viability of new
applications.

The 6G-IA vision also identifies foundational technologies that will underpin future networks. These
include integrated sensing and communication, photonic transport, advanced microelectronics, and
quantum-based components. Al will be a pervasive element, supporting zero-touch operations and
enabling Al-as-a-Service models (AlaaS). Security and reliability will be addressed through modern
software paradigms and a “security by design” approach, ensuring that future networks are not only
intelligent and adaptive but also trustworthy and resilient.

2.3. The O-RAN Architecture

The O-RAN architecture defines a disaggregated and open framework for the deployment and operation
of radio access networks [6]. It is designed to enable interoperability among vendors, support flexible
deployment models, and introduce programmability through standardised interfaces and modular
components. O-RAN focuses on decoupling hardware and software in the RAN, allowing for innovation
and automation through open interfaces and intelligent control.
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As shown in Figure 4, a disaggregated O-RAN architecture features a Service Management and
Orchestration (SMO) framework that is responsible for managing the lifecycle of RAN components,
including configuration, fault and performance management, and orchestration of cloud-based
infrastructure. It also supports RAN optimisation through the integration with intelligent control functions.
The SMO interacts with both the RAN components and the underlying cloud infrastructure, enabling
coordinated management of network functions and resources.

O-RAN introduces a layered control architecture based on three control loops, each operating at
different time scales. Non-real-time control, typically operating at intervals of one second or more, is
handled by the non-Real-Time RAN Intelligent Controller (non-RT RIC) via the so-called rApps. This
function is integrated within the SMO and provides policy guidance, machine learning model
management, and enrichment data to other components. Near-real-time control, operating in the range
of tens to hundreds of milliseconds, is managed by the near-RT RIC. This controller hosts applications
called xApps that monitor and optimise RAN behaviour based on fine-grained telemetry. Real-time
control, with latencies of less than 10 milliseconds, is implemented directly within distributed RAN
components and specialised applications called dApps.

The non-RT RIC plays a strategic role in long-term RAN optimisation. It supports intelligent decision-
making by managing Al/ML models and providing policy-based instructions to the near-RT RIC. These
instructions guide the behaviour of near-real-time applications, enabling coordinated optimisation
across the network.

The near-RT RIC is responsible for executing control decisions at shorter timescales. It interacts directly
with RAN nodes to collect telemetry and apply control actions. Applications running on the near-RT RIC
can influence scheduling, traffic steering, and quality of service, depending on the capabilities exposed
by the RAN nodes. The functional split between the near-RT RIC and the RAN nodes is defined through
service models that describe which functions can be externally controlled.

The O-RAN architecture also defines a cloud infrastructure layer, referred to as the O-Cloud. This layer
hosts virtualised and cloud-native RAN functions and is managed by the SMO. The SMO is responsible
for orchestrating deployments, managing resources, and ensuring the availability and performance of
the cloud environment. This includes operations such as scaling, software updates, and workload
placement.

The disaggregated RAN components include the Central Unit (CU), Distributed Unit (DU), and Radio
Unit (RU). The CU is further divided into control and user plane functions. The CU handles higher-layer
protocols and interfaces with the core network, while the DU manages lower-layer RAN functions such
as scheduling and radio link control. The RU implements the physical radio interface and is typically
deployed at the network edge. These components are interconnected through standardised interfaces
and are managed by the SMO and RICs.

2.4. The Hexa-X(-ll) Architecture

Hexa-X, the first flagship research initiative funded under the European Commission for 6G, has laid
the foundational direction for 6G research in Europe. The project developed initial technology concepts
and key building blocks, explored potential 6G use cases, and influenced the industry’s trajectory toward
the development of 6G systems. The final Hexa-X architecture outlines a modular design aimed at
enabling the key capabilities envisioned for 6G networks. Structured around a layered approach, the
architecture comprises the infrastructure and cloud layer, the network service layer, and the application
layer. Each one of these layers incorporates specific technical enablers developed throughout the Hexa-
X project. This design builds upon the architectural principles previously established in [7] and [8]
providing the foundation for a flexible, scalable, and secure communication system that meets the
performance and service requirements of diverse 6G use cases.

At the infrastructure level, the architecture integrates heterogeneous physical and virtual resources,
including user equipment, Internet of Things (loT) devices, access nodes, and distributed cloud
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infrastructure. A notable enabler within this layer is Distributed Multiple-Input Multiple-Output (D-MIMQ),
which leverages spatially separated antenna elements to improve spectral efficiency, enhance link
reliability, and support high-capacity data transmission. The inclusion of advanced technologies, such
as terahertz communications, extreme edge computing, and non-terrestrial networks, addresses the
requirements for high data rates, ultra-reliability, and globally accessible services. The network service
layer introduces cloud-native implementations of network functions and services, allowing dynamic
orchestration, service composition, and Al-driven network automation. A dedicated security and privacy
framework ensures end-to-end trust and resilience. The application layer enables vertical-specific
services such as telepresence, e-health, and massive twinning by using AlI/ML, analytics, and context-
aware orchestration. It facilitates smooth interaction between network capabilities and end-user
applications through exposure functions and intelligent service composition. This layer is essential for
delivering tailored experiences across diverse industry use cases. The overall architectural layout and
layering, including the integration of technical enablers, is illustrated in Figure 5, which also shows their
mapping to representative use case families. These components contribute to a forward-compatible
basis for future wireless networks [9].
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Building upon the Hexa-X project, the Hexa-X-II project introduces a novel 6G architecture, emphasising
adaptability, intelligence, and modularity to support emerging 6G requirements. As depicted in the
system blueprint [11], the architecture is organised into four main layers: Infrastructure, Network
Functions, Application Enablement Platform, and Application, supported by a set of cross-layer
“Pervasive Functionalities.” These functionalities include AI/ML operations, compute offloading,
integrated sensing, and service exposure. The design supports a distributed and cloud-native paradigm,
enabling dynamic placement and interaction of functions across layers while ensuring interoperability,
scalability, and service continuity.

A key architectural direction is the support for data-driven and Al-native networking, through enablers
such as Machine Learning Operations (MLOps), Data Operations (DataOps), and AlaaS. These are
designed to be pervasive across the stack, facilitating real-time analytics, adaptive control, and
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predictive intelligence. In parallel, the Beyond Communication Network (BCN) framework incorporates
functions like integrated sensing and distributed compute, with deployment models that span from over-
the-top integration to embedded network functions.

Migration from 5G to 6G is addressed by adopting the so-called Evolved-5G Core (E-5GC), which
allows the reuse of existing 5G Core network functions (NFs) while introducing new, dedicated 6G NFs
only where justified. This option balances compatibility with forward-looking innovation, aiming to
minimise deployment disruption. Interworking is further supported by Multi-Radio Spectrum Sharing
(MRSS), enabling seamless operation across shared spectrum. The architecture also supports flexible
topologies including non-terrestrial networks (NTNs), mesh-based connectivity, and modular sub-
networks, aligning with the vision of a scalable and interoperable 6G system. Hexa-X-ll End-to-End
(E2E) architecture has been integrated into the SNS JU White paper Towards 6G Architecture: Key
Concepts, Challenges, and Building Blocks [12].

2.5. The REASON Architecture

Realising Enabling Architectures and Solutions for Open Networks (REASON) is a UK-funded project
supported by the Department for Science, Innovation & Technology (DSIT) and one of the winners of
The Future Open Networks Research Challenge?. It focuses on the development of end-to-end open
network architectures for next-generation (6G) telecommunication systems, addressing challenges in
interoperability, agility, sustainability, resilience, and security. The project targets architectural
innovations across all network segments and functions, with particular emphasis on multi-domain
environments, where “domain” refers to an administrative boundary within the network [13].

The REASON architecture, shown in Figure 6, defines a modular and layered framework for open 6G
networks, designed to support heterogeneous access, distributed intelligence, and scalable
orchestration. It is structured across several horizontal layers: Cross-Domain Management &
Orchestration, Control & Management Plane (intra-domain), Infrastructure Planes (including Transport,
and Edge/Cloud). Two vertical planes — End-to-End Monitoring and End-to-End Al — span across these
layers, enabling observability and intelligent automation across administrative domains.

2 https://www.gov.uk/quidance/the-future-open-networks-research-challenge-winners
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The Infrastructure Planes include all physical and virtualised assets that provide connectivity and
computational support. This encompasses access technologies such as cellular networks, wireless LAN
(Wi-Fi), visible light communication (VLC), and non-terrestrial networks, as well as transport systems
like optical networking. These components are deployed across domains and support both indoor and
outdoor environments. The Transport Infrastructure interconnects infrastructure planes and domains,
enabling high-throughput and low-latency data exchange. It supports advanced optical and wireless
technologies, forming the backbone for inter-domain communication. Data pipes established in this
layer facilitate the movement of services and control signals between edge and core resources. The
Edge/Cloud Infrastructure provides distributed compute and storage capabilities. It supports
disaggregated network functions and enables latency-sensitive applications at the edge. The
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architecture supports modular deployment of Virtual and Cloud-native Network Functions (VNFs and
CNFs), with orchestration mechanisms managing placement, scaling, and lifecycle operations across
the continuum.

The Cross-Domain Management & Orchestration Layer coordinates service delivery and resource
allocation across multiple administrative domains. It includes cross-domain orchestrators and service
brokers that enable end-to-end service composition, Service-level Agreement (SLA) enforcement, and
policy management. This layer extends European Telecommunications Standards Institute’s (ETSI)
Management and Orchestration (MANO) and Zero-touch network and Service Management (ZSM)
principles to support hierarchical and federated orchestration models.

The Control & Management Plane (intra-domain) operates within each administrative domain and is
responsible for the orchestration and lifecycle management of services and resources. It includes
domain-specific controllers such as the multi-access technology real-time intelligent controller
(mATRIC), which coordinates radio resources, manages access integration, and supports mobility and
densification strategies. Each administrative domain in REASON comprises a full stack from
infrastructure to orchestration, enabling isolation, scalability, and policy enforcement. Domains are
interconnected through the transport layer and coordinated via the cross-domain orchestration layer,
ensuring consistent service delivery and resource governance.

The End-to-End Monitoring Plane is a logical layer implemented across all domains and layers. It
collects telemetry and analytics data for performance assessment, fault detection, and Al model
evaluation. Monitoring functions are aligned with observability principles and support real-time feedback
loops for orchestration, optimisation, and security.

The End-to-End Al Plane enables distributed intelligence across the architecture. It includes Al
orchestration, cognitive functions, and model lifecycle management. These components support
context-aware automation, anomaly detection, and compliance enforcement. Al capabilities are
deployed both centrally and at the edge, enabling adaptive and scalable service delivery.

Access technologies serve as the network’s entry points and encompass both cellular and non-cellular
systems. These are integrated within the infrastructure plane and managed per administrative domain.
The architecture is designed to accommodate the dynamic integration of experimental and emerging
access technologies, supporting innovation in the context of 6G development. By enabling
simultaneous use of multiple access points, the system can support various enhancements to end-user
connectivity — for example, by aggregating bandwidth across interfaces to increase throughput, or by
improving connection resilience through redundancy.

Notable aspects of the REASON architecture include mATRIC and the use of Open Application
Programming Interfaces (API). As a domain-specific intelligent controller responsible for multi-access
resource coordination, mATRIC extends the functionality of near-real-time RICs and integrates Al/ML
for spectrum management, access selection, and mobility control. It interacts with orchestration layers
and contributes to energy optimisation and policy enforcement. Open APIs are utilised throughout the
architecture to expose services, capabilities, and data in a controlled and transparent manner. These
interfaces enable modular integration of third-party components, support interoperability across
domains, and align with industry standards such as TM Forum Open APIs and Open RAN
specifications.
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3. ECO-eNET High-level Architecture

The overall architecture diagram envisioned for ECO-eNET is presented in Figure 7, which showcases
the high-level design described in this deliverable. Key functional blocks and interfaces are further
detailed in Sections 4-9. The implementation of the relevant functional blocks depicted in the
architecture diagram is planned to be carried out in WP2 and WP3, and tested in WP4. Note, however,
that different parts of the system may be implemented and tested separately in various experiments to
demonstrate specific functionalities individually as proof-of-concepts.
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Figure 7: High-level ECO-eNET architecture diagram.
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3.1. Architectural Implications

The ECO-eNET architecture draws direct inspiration from the architectural blueprints and innovations
proposed by the projects reviewed in the previous sections. The introduction of vertical cross-layer
planes for AI/ML and analytics, for instance, reflects the direct influence of both the REASON and Hexa-
X(-Il) frameworks, where pervasive intelligence and observability are treated as foundational
capabilities. Similarly, the architectural emphasis on edge/cloud computing and distributed orchestration
aligns with the principles articulated in both projects, which advocate for modular, cloud/edge-native
deployments across heterogeneous domains.

Moreover, the strong integration of Al throughout the ECO-eNET stack echoes the strategic direction
outlined in the 6G-IA vision and the IMT-2030 framework, where Al is positioned not merely as an
optimisation tool but as a core enabler of autonomous, adaptive, and context-aware networks. The
architectural support for sensing, telemetry, and closed-loop automation also resonates with the ISAC
scenarios and the end-to-end monitoring strategies proposed. The architectural support for sensing,
telemetry, and closed-loop automation is also consistent with ISAC scenarios and end-to-end monitoring
strategies proposed in these frameworks. These converging perspectives have shaped a standards-
aligned architecture capable of addressing the service requirements and operational models anticipated
in 6G networks.

Ultimately, the architectural choices embodied in ECO-eNET reflect a deliberate effort to harmonise
visionary goals with practical design patterns while investigating its innovative long-term view of a fully
confluent network. By building upon the collective insights of the broader research and standardisation
community, ECO-eNET aims to contribute a coherent, extensible, and experimentally grounded
framework to the evolving landscape of 6G network architectures.

3.2. Architectural Approach

The development of the ECO-eNET system architecture, conducted under Task 1.2, was based on the
analysis and refinement of inputs and requirements identified during the preparation of deliverable
D1.1[2]. These requirements provided the foundation for the architectural design process, whose
objective was to define a notional architecture capable of supporting the core propositions of ECO-
eNET, particularly those related to confluent network technologies. To ensure the architecture was
rooted in practical relevance, the project defined four representative use cases that reflect real-world
scenarios anticipated in future network deployments. These include:

(1) Optical transport networks enhanced with sensing capabilities to support HRLLC.

(2) Wireless transport networks sub-THz and FSO links with joint communication and sensing to
enable resilient, high-capacity, and adaptive connectivity under varying environmental conditions.

(3) Distributed MIMO structures to support immersive communication and HRLLC scenarios; and

(4) Al/ML-based optimisation of energy and latency in confluent mesh networks, comparing
centralised and federated learning approaches.

These use cases reflect the IMT-2030 capabilities of “Ubiquitous Connectivity”, “Sensing”, and
“Sustainability” [3], and are aligned with service categories defined by SNS ICE [14] and NGMN [15],
[16]. Finally, the architectural design was carefully aligned with the overall structure of the project and
the broader research and innovation objectives of ECO-eNET.

We followed a set of guiding principles intended to support flexibility, integration, and research
applicability. A key design direction was the re-use of existing third-party systems and software
components (both commercially available and open source) without requiring their direct modification.
Instead, the architecture directly relies on block “wrapping” and abstracting functionalities, i.e.,
performing high-level decision making and delegating direct operations to functional blocks whose
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implementation is available as open-source or third-party software. As a result, the majority of the
operational logic (mostly related to WP3) is presented as management and orchestration.

Nevertheless, confluence of the controlling systems is also a central theme. The architecture promotes
alignment between the RIC and SDN-based transport control, enabling coherent decision-making
across wireless and optical domains. An envisioned Integrated Access and Confluent Networks (IAC)
Controller is proposed, and the architecture reflects a transitional implementation stage by compounding
existing controller technologies for RAN and transport networks. Similarly, monitoring and analytics
functions are designed to incorporate both traditional telemetry and sensing data, supporting a unified
observability framework.

Given the complexity required to support ECO-eNET’s use cases, the approach followed when
developing the project’'s high-level architecture can be characterised as a hybrid approach, by
expanding upon a layered architecture to include cross-layer concerns and reflect the complexity of the
infrastructure and topology.

Similar to traditional network architectures, the initial layered concept allows for several structural and
operational advantages. The use of hierarchical abstractions facilitates clear definition of functional
blocks, organising responsibilities across layers in a systematic manner. This structure supports
encapsulation and separation of functionality, ensuring that each layer operates independently while
interacting through well-defined interfaces.

The modular design of layered architectures enables individual layers to be developed, maintained, and
updated individually, thereby reducing interdependence. This modularity also contributes to scalability,
as specific layers can be modified or extended to accommodate increased demand or new capabilities
without requiring changes to the entire system. The existence of interfaces within each layer promotes
interoperability, allowing heterogeneous systems and devices to communicate effectively. This is
particularly relevant in complex environments such as 6G, where diverse technologies must coexist.

Layered architectures also simplify troubleshooting, as faults can be localised to specific layers,
enabling targeted diagnostics and resolution. Additionally, the decoupling of layers supports incremental
innovation, as updates, implementation changes or new functionalities can be introduced at one layer
without disrupting the overall architecture.

Monitoring, analytics, and Al are considered pervasive elements across the entire operation of the
network and infrastructure. Rather than being confined to a specific layer, these functions are intended
to be integrated throughout the architecture to support continuous performance assessment, adaptive
optimisation, and intelligent decision-making. To reflect this, two vertical planes — E2E Al and E2E
Monitoring and Analytics — have been introduced alongside the base layered architecture. These
additions are designed to preserve the separation of concerns and maintain the structural advantages
of the layered approach.

An additional refinement to the architecture was introduced in response to feedback gathered during
the architecture workshops and discussions conducted within the ECO-eNET project. This refinement
consists of a segmented view of the infrastructure, intended to bridge the gap between the high-level
conceptual architecture and the physical or infrastructure layer.

This view incorporates elements such as network transport links, network nodes, and edge/cloud
computing points of presence. It highlights how ECO-eNET leverages the physical collocation of
networking and computing resources to deploy local confluent controllers, software agents, as well as
network functions relevant to the existing and evolving standards, such as User Plane Function (UPF)
and O-RAN’s CU/DU. Local components are expected to enable the execution of fast control loops,
allowing the system to respond to events and changes in a timely and efficient manner. The segmented
view also supports the representation of the confluent mesh network model proposed by ECO-eNET,
particularly in xHaul scenarios, where the integration of transport and compute resources is critical for
performance and responsiveness.

The principles and approach described above inform the structure and responsibilities of the functional
blocks that are further described in Sections 4-9. The following remarks should be observed, however:



ECO-eNET Deliverable D1.2 24170

Firstly, the representation of a functional block in a centralised manner in the diagram does not
necessarily mean that the block has a centralised implementation. Distributed implementations can be
considered, as there are well-known distributed algorithms and techniques that allow achieving logic
which behaves as if it were centralised.

Secondly, the inclusion of the non-3GPP Inter-Working Function (N3WIF) interface is considered an
enabler for integrating custom, non-3GPP-compliant access technologies, which may be relevant in
experimental or domain-specific scenarios. To support experimentation with non-standard access
technologies, the architecture includes the N3IWF, allowing the integration of custom, non-3GPP-
compliant wireless systems. This aligns with the platform’s role for research and innovation in next-
generation network control and orchestration. Although there is currently no direct intention to perform
experiments and trials in the context of ECO-eNET that rely on this functionality, the block is kept for
completeness.

Similarly, the architecture explicitly represents other functional components that fall outside the strict
scope of ECO-eNET — such as Security Management, Policy Enforcement, and Application-layer Al —
to ensure early integration and avoid treating these elements as post-deployment extensions. NFV
MANO-related functional blocks are not included for simplicity; virtualised functions are assumed to be
pre-deployed and available within the infrastructure or encapsulated by the relevant blocks when
necessary.

Lastly, as described above, this architecture is intended for the study of confluent networking that is
consistent with and can build on current and emerging architectures developed elsewhere. The key
functional blocks under study in ECO-eNET are intended for research purposes and might be used to
inspire or provide a foundation for the development of such blocks in other architectures that might be
part of future standards or production-ready implementations.
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4. Management and Orchestration

The Management and Orchestration layer defines the architectural foundation for coordinating
deployment, configuration, lifecycle management, and optimisation across heterogeneous network
domains and services. It enables end-to-end service delivery by integrating domain-specific controllers
with policy enforcement mechanisms. The framework is designed to operate across multiple levels —
service, transport, and access — enabling intent-based management and automation of complex service
chains.

The architecture consists of modular components that interact to ensure coordinated operation of
infrastructure and services. Key functional blocks include the E2E Service Management and the
Confluent Network Manager, which interface with the E2E Al and E2E Monitoring and Analytics vertical
planes. These interactions provide access to observability data, enabling the deployment of Al/ML
models to support autonomous network operations.

The Management and Orchestration layer also foresees the use of a Capabilities Exposure framework
to provide integration points for external systems such as Operation and Business Support Systems
(OSS/BSS). This facilitates interoperability and service agility across operational domains. Projects like
OpenCAPIF [17] may be explored during ECO-eNET to support this functionality.

The following sections examine the key components of the Management and Orchestration layer and
their roles in enabling coordinated, intelligent service and network orchestration.

4.1. EZ2E Service Management

The E2E Service Management component encompasses a set of business and customer-centric
functions that coordinate the services offered by network and service providers. These services are
derived from a combination of the provider's business objectives and goals. The E2E service
management optimises the network services across all technological domains — radio access, transport,
core, and cloud/edge. These services are closely aligned with network slicing, Quality of Service (QoS)
differentiation, and user-specific service-level requirements. The service intents that are derived from
customer needs and business goals are translated into SLAs that guide the allocation and orchestration
of underlying resources.

A central aspect of E2E Service Management is providing policy-driven coordination across the different
domains of the network. This coordination ensures that these heterogeneous elements work cohesively
to maintain service-level performance, optimise spectrum utilisation and reduce energy consumption.
The Service Manager oversees the lifecycle of active services across optical, wireless, and computing
domains, leveraging control plane interactions and collaborating with other management and
orchestration components — including the Confluent Network Manager — to support orchestration aligned
with service-specific requirements. It also interacts with Beyond 5G (B5G)/6G core components such
as the Network Exposure Function (NEF) and Network Slice Management Functions (NSMF) to support
slice management and service exposure. By continuously correlating service-level metrics with
telemetry from the underlying infrastructure (collected via the E2E Monitoring and Analytics plane), it
can anticipate degradations and initiate corrective actions. To ensure resilience, the E2E Service
Manager maintains a pool of fallback resources and triggers seamless rerouting when service
thresholds are at risk.

Moreover, service orchestration benefits from the utilisation of Al/ML algorithms (deployed via the E2E
Al Plane) to enable proactive and scalable management of services. These techniques support dynamic
scaling, adaptive reconfiguration, and intelligent service placement in response to traffic shifts, mobility,
or faults — enhancing energy efficiency and reducing latency. This lays foundation for future-ready 6G
and beyond architectures that demand extreme flexibility, efficiency, and performance assurance.

While there are no widely adopted open-source platforms that directly implement full E2E service
management as envisioned by ECO-eNET, the required functionality may be realised through a
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combination of custom software components and integration with other architectural elements. The
implementation may include the development of custom rApps supported by the Universal non-RT
Intelligent Controller (see Section 4.6) as well as SDN Apps supported by the SDN Controller to handle
service-aware orchestration but extend its logic to consider cross-domain information. Furthermore, the
E2E Service Management layer may be built on top of commercial or open-source SMO platforms, with
the addition of extensibility and integration capabilities for multi-technological domain coordination.
Table 1 summarises the E2E Service Management and its interfaces.

Table 1: E2E Service Management — summary and interfaces

E2E Service Management

Coordinates and optimises services across all technological domains based on
business goals and customer needs. Guided by SLAs and policy-driven orchestration,
Sl | it leverages Al/ML for dynamic scaling, intelligent service placement, and energy
efficiency. This not only simplifies remote site deployment but also enables scalable
service deployment of resources.

High-level service intent APIs and SLA ingestion for integration with business support

systems (via Hypertext Transfer Protocol - HTTP).
Exposed

|02 Service orchestration and management APIs exposed via the Capabilities Exposure
module (Common APl Framework — CAPIF —and Open APIs) for consumption by
OSS/BSS and vertical applications.

Service-based interfaces towards B5G/6G components - e.g., NEF and NSMF - for RAN
slice management, application-driven service customisation, event monitoring, QoS
session requests, traffic descriptor provisioning.

MEC APIs (e.g., Mpl, Mm1, Mm3) and interfaces towards the Compute Platform
Controller for deploying, managing and orchestrating service components at the
edge/cloud (described in Section 6.2).

Interface to the Universal Non-RT Intelligent Controller for rApp deployment and
Skt lifecycle management. By deploying custom rApps, E2E Service Management may also

d make indirect use of the O-RAN R1 interface to access services hosted in the Non-RT
JEiEEEE T Intelligent Controller.

Interfaces towards the Confluent Network Manager for network and slice
(re)configuration to support network-aware service instantiation, migration and
management.

Interfaces towards the E2E Monitoring and Analytics plane are used for collecting real-
time telemetry for E2E service monitoring and assurance.

Interface towards the E2E Al Plane (AlaaS) for Al model deployment engines to predict
traffic surges, SLA violation risks, etc.

4.2. Confluent Network Manager

A Confluent Network Manager provides unified and integrated control over complex and diverse
transport network and compute infrastructures. Its core purpose is to converge management across
multiple technology domains, including RAN, core networks, packet-based transport, optical transport,
free space optics, and compute resources. The Confluent Network Manager block comprises several
key components: (i) Confluent Network Planning, (ii) Confluent Mesh Composition & Optimisation, (iii)
Predictive Resource Management, and (iv) Network Slicing. These components coordinate operations
across various network layers, from the physical layer to the service layer, ensuring end-to-end service
delivery with a focus on latency, improved capacity, and energy efficiency.



ECO-eNET Deliverable D1.2 27170

Confluent Network Planning is responsible for the medium- to long-term planning. It ensures sustained
operational efficiency across multiple domains by jointly considering the placement, establishment, or
decommissioning of heterogeneous links and nodes — including RFW, FSO, OSaaS, optical fibre,
edge/cloud and access points. This component decides how transport, access and compute resources
should be deployed and reserved in advance, operating on a longer time scale and is not involved in
real-time network adjustments.

Confluent Mesh Composition and Optimisation translates strategies defined by Confluent Network
Planning into an operating network. It manages the dynamic creation and refinement of heterogeneous
mesh architectures for energy efficiency, robustness, and low latency. It activates transport nodes and
links by communicating with domain-specific controllers. The system can dynamically reconfigure the
mesh to maintain network performance in the face of challenges, such as congestion or link degradation.
A key capability is to support the dynamic establishment and adjustment of functional split points. It
enables the adaptation of network resource allocation and configuration to meet specific service needs
based on real-time conditions and directives from Predictive Resource Management. It allows the
dynamic adjustment of network topology according to the latency and capacity constraints of federated
Al processing, allowing more data to be processed closer to the end user.

Predictive Resource Management predicts the performance of various network configurations. To this
end, it forecasts traffic and resource usage using Al-driven models based on monitored end-to-end low-
level statistics across the RAN, transport, and compute domains. Those forecasts are constantly
validated against real-time monitored data and updated to maintain the required accuracy. Predictive
insights are used to determine which network configuration and resource allocations are best suited to
ensure the required performance levels, such as latency, throughput, and energy efficiency. Confluent
Network Planning can utilise Predictive Resource Management for long-term planning, while Confluent
Mesh Composition and Optimisation can dynamically adjust the mesh topology, taking into account
temporal trends.

Network Slicing manages the Al-enhanced lifecycle of end-to-end network slices that traverse
heterogeneous radio, transport and computing domains. It supports dynamic slice creation and
adaptation according to changes in the physical and application layers and applies energy-aware
strategies to optimise resource usage under latency and capacity constraints.

In the context of disaggregated and confluent transport networks, where individual components may
possess specialised and/or proprietary interfaces, a Confluent Network Manager functions as a higher-
level orchestrator. It sits above domain-specific controllers responsible for managing network segments
defined by technology, vendor, geography, or network layer. The Confluent Network Manager
communicates with these domain controllers via their NBls. The manager comprehensively views the
entire network by gathering network state and topological information from the various domains. The
global view enables the Confluent Network Planning component to request and orchestrate resources
and services that span across these diverse, disaggregated domains.

The Confluent Network Manager applies intelligent decision-making policies by leveraging this global
network view and uses advanced control mechanisms — e.g., dynamic resource allocation according to
predictions, real-time network reconfigurations. It enforces network policies across multiple network
domains and coordinates the activities of the underlying domain controllers, delegating specific control
procedures to them. This hierarchical control structure is essential for orchestrating end-to-end confluent
services across heterogeneous network segments. Intent-based interfaces enable operators to specify
desired outcomes or network requirements, rather than manually configuring detailed parameters
across multiple devices. These intents are communicated to the Confluent Network Manager either by
the E2E Service Management — that decomposes high-level service intents into lower lever network
intents — or via the northbound API exposed by the Capabilities Exposure module.

The need for automation and zero-touch orchestration in confluent networks drives the evolution
towards Confluent Network Manager. Machine learning models enhance intelligent decision-making by
providing predictive failure and traffic analytics, dynamic resource optimisation, and automated quality
assurance. Confluent Network Manager makes the network more adaptive, resilient, and
straightforward despite its complexity. Such a manager supports multi-domain and multi-layer
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management by abstracting the complexities of individual domains and layers through a unified control
system.

The Confluent Network Manager functionality may be composed through a combination of custom-
developed orchestration logic and integration with other architectural components. It is designed to
interact closely with the IAC Controller (Section 6.1), delegating low-level control actions while
maintaining a global view of the network. For network slicing management, open-source platforms such
as OpenSlice [18] may offer partial support, particularly for lifecycle operations and service exposure.
Table 2 summarises the functional block and its interfaces. Further details about interfaces and
functionalities are discussed in deliverable D3.1 [19].

Table 2: Confluent Network Manager — summary and interfaces

Component Context Data Management

Central management and orchestration of heterogeneous mesh transport
networks. Coordinates planning, optimisation, prediction, and slicing across
domains, including RAN, core networks, packet-based and optical transport,
Free Space Optics and compute. Enables automation, and intent-based
management. Ensures end-to-end service delivery with a focus on latency,
improved capacity, resiliency, and energy efficiency.

Northbound Interfaces to higher-level/parallel systems and applications: to
E2E Service Management, non-RT Intelligent Controller, and external systems
Exposed Interfaces (e.g., OSS/BSS) via CAPIF. For abstracted network view standard Interfaces are
exposed, such as, Representational State Transfer (REST) API. It exposes
intent-based interface for specifying desired outcomes.

North/East/Westbound interfaces to parallel systems: communication with
the E2E Al plane to develop Al/ML models via REST API; interfaces with the E2E
Monitoring & Analytics Framework for observability of the system. Southbound
SRR ENEEE nterfaces to delegate low level control actions to the Integrated Access and
Confluent Networks Controller, using T-AP/ or RESTful Configuration Protocol
(RESTCONF) (detailed in Section 6.1.1).

4.3. Context Data Management

The Context Data Management (CDM) component addresses the challenge of efficiently coordinating
the flow of monitoring, analytics, and sensing data in environments where multiple elements generate,
consume, and react to diverse data streams. As monitoring becomes increasingly distributed and
dynamic, there is a need for a mechanism that can mediate between data producers and consumers,
ensuring that relevant information is delivered when and where it is needed, without overwhelming the
system with unnecessary traffic.

CDM enables the expression of data interests and matches them against available data advertisements.
This matching may rely on exact identifiers or on metadata that characterises the data context, allowing
for both precise and conditional associations. Unlike traditional publish/subscribe mechanisms, CDM
supports more expressive and semantically rich matching, enabling more targeted and efficient data
delivery.

CDM also incorporates mechanisms for continuous observation of data streams. When specific
conditions are met-such as threshold violations—these mechanisms trigger the activation of data
forwarding or processing actions. This event-driven approach reduces overhead by limiting data
movement to situations where it is operationally relevant, often applying temporal or spatial aggregation
to optimise resource usage further. To support data delivery and ingestion, CDM typically employs
lightweight messaging protocols such as Advanced Message Queuing Protocol (AMQP) and Message
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Queueing Telemetry Transport (MQTT), which are well-suited for distributed environments and are easy
to implement even with resource constraints.

Table 3 summarises the functionality of the architectural element and the main interfaces of CDM.
Several open-source projects may be relevant for implementing this component, either as integration
candidates or as architectural references. OpenMetadata [20] and Egeria [21] provide metadata
management and governance capabilities that align with CDM’s semantic matching and data inventory
requirements. Amundsen [22] and OpenData Discovery [23] offer mechanisms for data asset discovery
and observability that could support the CDM'’s event-driven and context-aware data handling.

Table 3: Context Data Manager — summary and interfaces

Component Context Data Management

Manages observability data flow by matching data interests with
Summary advertisements using identifiers or contextual metadata. Supports condition-
based matching and event-driven triggers to minimise overhead.

Data subscription and trigger registration. These interfaces are intended to be
used by data consumers such as analytics engines, monitoring dashboards, or
orchestration systems and abstract access to underlying data sources,
enabling consumers to retrieve metrics without direct interaction with or
SCRRECHIIEREREEE S isibility into the data providers. Access control is enforced to ensure that only
authorised entities can access specific metrics. Communication is typically
handled via AMQP or MQTT for data delivery, HTTP APl used for authentication,
authorisation, and trigger registration.

Data ingestion from producers such as sensors, monitoring agents, or other
observability components. Data is received via AMQP, MQTT, or similar
protocols, with metadata used to support filtering and routing. An HTTP-based
SRR IEUESSE nterface can be used for authentication and authorisation, enabling data
sources to control access to their outputs and enforce selective exposure of
metrics.

4.4. Security Management

The Security Management module addresses the protection of operations within the network
infrastructure, encompassing aspects such as confidentiality, integrity, authenticity, access control, and
trustworthiness of data and operations among internal entities. The objective is to enable uninterrupted
and secure service offerings.

It typically involves implementing encryption, authentication, and authorisation mechanisms and can
leverage Al and machine learning for detecting and mitigating threats and vulnerabilities. Security
measures apply to data transmission and the broader network infrastructure, including hardware and
software components. Protection strategies may be applied to services, including Defence in Depth
(DiD) and Strength of Control (SoC). DiD employs multiple layers of unrelated controls for protection,
ensuring that if one control is compromised, the next layer activates. In contrast, SoC focuses on
enhancing the performance of a single type of control, which demands greater expertise and resources
from attackers to breach.

Security Management may extend to operational faults and security threat handling, which involves
prevention, analysis, response, and recovery functions. Although this block is not intended for direct
implementation within ECO-eNET and falls outside the project's scope, it is represented in the
architecture for completeness and to avoid being treated as a post-deployment extension. Table 4
summarises its functionality and interfaces.
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Table 4: Security Management — summary and interfaces

Ensures protection of network operations, covering confidentiality, integrity,

Summa . .
"y authenticity, access control and data trustworthiness.

APIs for data protection, encryption key management and distribution identity
management and access control mechanisms that can be consumed by other
components of the system and exposed via northbound interface to external
systems like OSS/BSS or Security Information and Event Management (SIEM)
systems (e.g., via CAPIF). It may also include API-based reporting and security
analysis.

Exposed Interfaces

Security enforcement and automated auditing APIs that support compliance
validation, security log analysis and anomaly detection. These interfaces are
connected to most system components to enhance coverage and reduce the
attack surface. It consumes observability data from the E2E monitoring plane
and can also interact with the Policy Management component to enforce
security policies across the technology stack and administrative domain.
Transport protocols may include syslog, Simple Network Management
Protocol (SNMP) and RESTful APIs (via HTTP).

Consumed Interfaces

4.5. Policy Management

The Policy Management component defines and applies rules that influence system behaviour at
runtime. It is positioned as part of the broader lifecycle management process and is expected to support
decision-making mechanisms aligned with system-level goals and objectives. Although not planned for
implementation within ECO-eNET, it is included in the architecture to support planning and avoid
deferring its consideration to later stages.

The Policy Management component interfaces with the E2E Service Management and the Universal
non-RT Intelligent Controller for the enforcement and coordination of Fault, Configuration, Accounting,
Performance, and Security (FCAPS) functions. These interactions are relevant for coordinating
configuration, assurance, and security policies across the system. Where applicable, it may also interact
with the Policy Control Function (PCF) in the B5G/6G core, if such a function is present. In this context,
the Policy Management framework can contribute to aligning system-wide policies with core network
behaviour, including support for network slicing, user equipment activity control, and service-specific
policy enforcement.

The policies handled by this functional block usually address operational constraints, regulatory
requirements, security controls, and business rules. Intent-based directives are treated as one form of
policy and are expected to coexist with others. Translation into actionable formats may be required to
enable consumption by network functions or orchestration components.

The responsibilities of the Policy Management include policy definition, validation, storage, and
execution. Conflict detection and federation across policy domains may also be considered. Execution
may be event-driven, triggered by changes in system state or external inputs. A summary is presented
in Table 5.
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Table 5: Policy Management — summary and interfaces

Intended to define, apply, and modify rules that influence system behaviour at

Summa .
v runtime.

Provides interfaces for policy definition, lifecycle management, and exposure
of policy capabilities. These interfaces are intended to be consumed by
network administrators, OSS/BSS systems, and external capability exposure
functions.

Exposed Interfaces

Consumes interfaces from the E2E Service Management, the non-real-time
RIC, the PCF in the B5G/6G core, the Service Management function, and the
Ol liEgEecs | Convergent Network Manager. These interfaces support the enforcement and
operationalisation of policies through configuration, assurance, and control
mechanisms.

4.6. Universal non-RT Intelligent Controller

As initially defined by the O-RAN Alliance [24], the non-RT RIC is part of the SMO framework and its
primary goal is to support intelligent RAN optimisation by providing policy-based guidance, ML model
management and enrichment information to optimise the radio resource management (RRM) functions
within the RAN. It can perform RRM with a control loop latency exceeding 1 s [6].The main interfaces
of this block are summarised as follows (further details are discussed in the deliverable D3.1 [19]):

= A7: Connects the non-RT RIC and near-RT RIC for RAN optimisation.

= Of: Enables FCAPS support between the non-RT RIC and O-RAN Network Functions.

= Open Fronthaul M-plane: Used in hybrid models for FCAPS support between the non-RT RIC
and RU.

= 02: Manages platform resources and workloads deployed over the compute infrastructure.

= R17: Connects the non-RT RIC Framework to rApps, exposing supporting services.

Non-RT RIC can use data analytics and Al/ML training/inference to determine RAN optimisation actions,
leveraging SMO services such as data collection and provisioning services of the O-RAN nodes. These
actions may involve interaction with the O1, O2, and Open Fronthaul M-plane interfaces, as described
above. The non-RT RIC also obtains telemetry data from the Network Data Analytics Function (NWDAF)
from the B5G/6G Core components (detailed in Section 5) to perform RAN optimisation. The non-RT
RIC comprises two sub-functions:

=  Non-RT RIC Framework — Functionality internal to the SMO Framework that logically terminates
the A1 interface and exposes the required services to rApps through its R1 interface.

= Non-RT RIC Applications (rApps) — Modular applications that leverage the functionality exposed
by the non-RT RIC Framework to perform RAN optimisation and other functions. Services
exposed to rApps via the R1 interface enable rApps to obtain information and trigger actions
(e.g., policies, reconfiguration) through the A1, O1, O2 and Open FH M-Plane related services.

In the context of ECO-eNET, this functional block is considered for potential extension beyond its
original O-RAN-centric scope. The Universal non-RT Intelligent Controller generalises the non-RT RIC
concept to potentially support E2E Service Management across heterogeneous network segments,
including non-RAN access technologies and confluent transport infrastructure.

This broader scope allows the controller to operate over a wider set of telemetry sources and control
targets. It could ingest observability data not only from O-RAN interfaces but also from other monitoring
systems, including the E2E Monitoring & Analytics plane and external sources such as the NWDAF core
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function. This would enable support for optimisation and policy enforcement across the full-service
delivery path, not limited to the RAN.

The non-RT RIC is intended to interact with components such as the E2E Service Management and
Confluent Network Manager, enabling coordinated decision-making and policy distribution across
multiple layers of the network. In this context, rApps could be developed to implement broader
optimisation strategies, including energy efficiency, transport path selection, and multi-access
coordination.

The feasibility and scope of these extensions will depend on the needs of experimental activities and
proof-of-concept implementations within ECO-eNET. Integration with additional telemetry sources, the
availability of programmable interfaces, and the generalisation of rApp logic are aspects that may be
explored. For completeness, the Universal non-RT RIC is included in the high-level architecture design
to illustrate how the non-RT control concept can be integrated into a confluent network environment that
spans multiple access and transport technologies.

Table 6 outlines the main functionalities and interfaces of the Universal non-RT RIC. Commercial
OpenRAN-compliant solutions, including those developed by project partners, can serve as the basis
for implementing core components of the controller. Alternatively, the O-RAN Software Community (SC)
non-RT RIC project [25] provides an open-source implementation, which may also serve as a reference
or baseline for RAN-specific functionality. For integration with non-RAN domains, per-rApp extensions
may be developed to interface with additional telemetry sources and control points.

Table 6: Universal Non-RT Intelligent Controller — summary and interfaces

Component Universal non-RT Intelligent Controller

Provides non-real-time control, optimisation, and policy
enforcement/supervision to support the E2E Service Management.
Conceptually extended in ECO-eNET to support diverse access and
transport technological domains and confluent networking.

R1: Exposes services to rApps (e.g., data access, control triggers).

Summary

A1: Sends policy guidance and enrichment information to near-RT
RIC/mATRIC.

01/02/0pen Fronthaul (Open FH) M-Plane: Used indirectly via rApps
to trigger actions on O-RAN nodes.

Exposed Interfaces

Custom APIs (optional): May expose data or control hooks to E2E
Service Management, Confluent Network Manager, and Al/ML
components.

O1: For FCAPS and configuration data from O-RAN network functions.
0O2: For platform and workload management.

Telemetry ingestion: From E2E Monitoring & Analytics (e.g., via broker,
Consumed Interfaces [RadbSLAOIINE

Context Data Management (optional): For filtered observability data
streams.

E2E Al Plane: For the deployment of AI/ML models (AlaaS).
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5.B5G/6G Core

The core network (CN) is designed to decouple Control and User Plane functions (CP-UP Separation-
CUPS), providing benefits such as resource optimisation and network adaptability to varying demands.
This architecture supports various deployment models, including centralised cloud, edge (MEC), and
hybrid approaches, to ensure optimal performance based on specific service requirements. The
adoption of NFV and SDN enables dynamic deployment, scaling, and management of network
resources, allowing for the independent operation of core VNFs. In turn, this allows for each service to
scale or update without disrupting other services in the network.

The ECO-eNET project architecture is being developed with interoperability in mind, ensuring alignment
with anticipated evolutions in core network technologies, including BSG and 6G. The project actively
monitors ongoing standardisation efforts and aims to contribute to their progression by enabling
research into the use of confluent networks to enhance connectivity. For experimental validation and
proof-of-concept development, ECO-eNET may utilise available open-source or third-party 5G core
implementations. Given that B5G/6G are expected to evolve from current standards, the project adopts
existing 5G specifications as a foundational baseline for developing the ECO-eNET architecture.

The 5G Core network consists of several key VNFs designed to manage and optimise network
operations. The Access and Mobility Management Function (AMF) handles signalling for registration,
authentication, and mobility management across cells. The Session Management Function (SMF)
manages connectivity between user equipment (UE) and data networks, overseeing session lifecycle
operations and collaborating with the Policy Control Function (PCF) for policy enforcement. The User
Data Management (UDM) stores subscriber information, supporting AMF in authentication and
managing user access based on subscription profiles. The Network Exposure Function (NEF) exposes
system capabilities and event information to authorised applications, while the Network Repository
Function (NRF) ensures dynamic service discovery and interaction between network functions. The
Network Slice Selection Function (NSSF) facilitates network slicing, ensuring proper allocation of
resources based on user needs. Application Functions (AFs) influence core network behaviour, such
as traffic routing optimisation and can communicate with the core network directly or through the NEF.
The Network Data Analytics Function (NWDAF) collects and analyses network data, utilising Al/ML
algorithms for predictive analytics and optimisation. Finally, the User Plane Function (UPF) manages
user plane data traffic, performing packet inspection, routing, and QoS handling, with communication
between control and user planes achieved through point-to-point interfaces.

The Service-Based Architecture (SBA) facilitates efficient communication between core NFs of the CP
through service-based interfaces for signalling. These interfaces, based on the REST API, allow
communication between different NFs through APIs. Service discovery is managed by the Network
NRF, which ensures NFs can find and communicate with one another. For user-plane and control-plane
interactions, point-to-point interfaces are used. The key interfaces are detailed in in the deliverable
D3.1 [19] and include:

e N1: Connects the UE with the AMF entity for Non-Access Stratum (NAS) messages.

e N2: Handles signalling between the RAN and the CN (AMF) using the Next Generation
Application Protocol (NGAP).

o N3Facilitates data connectivity between the RAN and the UPF through a General Packet Radio
Service (GPRS) Tunnelling Protocol (GTP) tunnel for the user plane (GTP-U).

e N4: Enables communication between the SMF and UPF over the Packet Forwarding Control
Protocol (PFCP) protocol.

e N6: Connects the Anchor UPF with the external Data Network (DN).

e N9: Connects different UPF entities within the CN.

Table 7 provides an overview of the architectural elements and their key interfaces. Open-source
implementations such as Free5GC [26], Open5GS [27], and the Linux Foundation’s Aether/SD-
Core [28] offer 5G core stacks that can support prototyping and validation activities within ECO-eNET.
Alternatively, commercial third-party platforms may be evaluated for deployment in experimental
environments, depending on the availability in the existing testbeds.
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Table 7: B5G/6G Core — summary and main interfaces

Component B5G/6G Core

Implements a modular, service-based architecture for mobile core networks,
supporting CP-UP separation, NFV, and network slicing. Includes VNFs such
Summary as AMF, SMF, UPF, UDM, NEF, NRF, NSSF, AF, and NWDAF. Enables dynamic
resource management, service discovery, and analytics. Future
interoperability with B5G/6G standards is intended.

REST APIs (HTTP) via service-based interfaces for communication with AFs,
NEF, and external service consumers.

SCIEEEEEEE Y g interface (IP/GTP-U) for data delivery to external DN.

NEF exposes capabilities and events to authorised third-party applications.

Several interfaces are standardised by 3GPP and notably include: N1 (NAS

over IP), N2 (NGAP over Stream Control Transmission Protocol- SCTP), N3
(GTP-U over User Datagram Protocol - UDP/IP), N4 (PFCP over UDP/IP), N9
(GTP-U), NRF for service discovery (REST/HTTP).

Consumed Interfaces
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6. Elements Control

The ECO-eNET platform aims to provide a flexible and scalable control framework that spans across
all layers of the network, including the RAN, optical transport network and computing resources. At the
heart of this control plane is the Integrated Access and Confluent Networks Controller, which aggregates
and synchronises the individual controllers at each technological domain. This section describes the
control mechanisms, with a focus on their integration into an end-to-end system that supports
customised service delivery.

6.1. Integrated Access and Confluent Networks (IAC) Controller

The IAC Controller embodies ECO-eNET’s long-term vision of a unified control architecture that spans
both access and transport domains, enabling seamless coordination across heterogeneous
technologies. This architectural evolution builds upon the concept of Integrated Access and Backhaul,
extending it into a more holistic IAC framework where access and transport resources are jointly
managed to maximise efficiency and responsiveness.

During the ECO-eNET project’s lifetime, an evolutionary approach is adopted for designing the IAC
Controller. It encapsulates existing control components — such as SDN controllers and RICs — under a
common abstraction to enable coordinated operation, while laying the foundation for a future in which
these functionalities may be natively integrated into a single, intelligent control entity.

The objective of this approach is to support dynamic, intent-driven control and optimisation of both
transport and access networks, enabling real-time decision-making, cross-domain coordination, and
adaptive service delivery. The following subsections detail the constituent components of the IAC
Controller, highlighting their roles, interfaces, and contributions to the broader ECO-eNET architecture.

6.1.1. Transport Control

The Transport Control is a logical partition of the IAC Controller, primarily responsible for efficiently
overseeing and coordinating diverse physical and virtual network elements across heterogeneous
infrastructures. Rather than being a standalone module, the Transport Control represents an emergent
behaviour that arises from the interaction of several control components, as illustrated in Figure 8. At
the centre of this design is the Evolved SDN Controller — further detailed in the following section. This
component serves as a programmable framework and execution environment within which Transport
Control is implemented primarily through a collection of SDN applications. These applications embed
custom low-level control logic tailored to the specific characteristics and operational requirements of a
confluent transport network composed of links and nodes from multiple technological domains.
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Figure 8: Transport Control in ECO-eNET leverages an SDN platform and incorporates local controller elements
to support time-sensitive control loops running at the edge.

Transport Control encompasses a broad set of operations that ensure the efficient and reliable delivery
of data across the network. These include end-to-end functionalities such as topology discovery, path
computation (across RFW, FSO, OSaaS and optical fibre), resource coordination, and the configuration
of routing or forwarding behaviours. In addition, technology-specific controls are increasingly important
in heterogeneous transport environments, such as the selection of transmission channels, launch power
adjustment, modulation scheme adaptation, and dynamic data rate tuning — all of which can be
programmatically managed to optimise performance in response to changing network conditions.

More granular, real-time adjustments often require the deployment of Local Controller elements at Edge
Points of Presence (PoPs) to which time-sensitive control loops are delegated. These local elements
may be organised in a distributed or hierarchical manner to minimise latency when applying
configuration decisions and to improve responsiveness to telemetry. Examples of local, time-sensitive
control actions include the reconfiguration of adaptive optics to compensate for atmospheric
disturbances or polarisation state adjustments to maintain optimal device performance. Moreover,
switching between technologies using reconfigurable optical elements can also be applied. For instance,
a primary transport technology may be selected for its energy efficiency, while a secondary link can be
activated to mitigate temporary connectivity issues caused by atmospheric conditions.

In the broader context of ECO-eNET, Transport Control is designed to support joint communication and
sensing capabilities. Sensing data collected across the transport infrastructure can be integrated into
control decisions, enabling dynamic adaptation and enhancing the availability and performance of the
network. This capability is particularly relevant in future 6G deployments, where sensing and
communication are expected to converge, and where the transport network must establish highly
flexible, resilient, and intelligent behaviours across multiple domains. To support this, Transport Control
is integrated with the E2E Monitoring and Analytics plane and is able to both subscribe to and publish
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observability data through a common monitoring, sensing, and analytics framework that spans the entire
system.

Additionally, the Transport Control receives connectivity requests from the Confluent Network Manager
via the SDN NBI. These requests typically include constraints such as bandwidth, latency, or availability.
Based on the requirements, the controller determines the appropriate configuration of the involved
network elements to fulfil the request. Finally, the controller interacts with the E2E Al plane to request
the deployment of intelligent models that support advanced decision-making, such as adaptive control
strategies. These models can be dynamically instantiated and integrated into control loops to enhance
responsiveness, efficiency, and resilience.

The following section details the design and role of the Evolved SDN Controller, which forms the core
execution environment for Transport Control functionalities.

Evolved SDN Controller

While the Transport Control logic defines the overarching behaviours and responsibilities implemented
within the IAC controller, the Evolved SDN Controller provides the programmable substrate and runtime
environment through which these behaviours are enacted. As a software platform, an Evolved SDN
Controller addresses the need for advanced automation and interoperability in dynamic, heterogeneous,
confluent network environments and enhances integrated control and monitoring through interfaces to
specialised agents from other network segments. This integration allows the Evolved SDN Controller to
interact and account for complex interdependencies and challenges that arise from cross-technology
decisions, enabling a holistic network control, including the management of multiple signal types — e.g.,
analogue Radio-over-Fibre (aRoF) signals alongside digital signals — and the optimisation of power
dynamics across diverse components. Such dependencies require the controller to jointly optimise
decisions, for instance, coordinating radio and optical controls when adapting capacities or turning off
resources to maintain efficient operation.

The Evolved SDN Controller leverages a wide variety of SBIs and NBIs. In ECO-eNET, the Evolved
SDN Controller delegates execution of time-sensitive control loops through its SBI to local or domain-
specific controller elements running at the edge. For communicating with these controllers, it can use
RESTCONF or Transport APl (T-API), while direct equipment communication employs a range of
protocols, such as gRPC (gRPC Remote Procedure Call [29]) Network Management Interface (gNMI),
SNMP, Forwarding and Control Element Separation (ForCES) Protocol, OpenFlow, Network
Configuration Protocol (NETCONF). These protocols ensure interoperability and consistent exchange
of configuration data, state data, Remote Procedure Calls (RPCs), and notifications. Synchronisation
with local controllers deployed at the edge involves technologies such as gRPC or AMQP to ensure
timely and reliable information dissemination across distributed components.

NBls of the Evolved SDN Controller allow the Confluent Network Manager from the Management &
Orchestration layer to communicate with the IAC Controller. NBls enable the retrieval of abstracted
network views, request and configuration of network services, automation of network operations,
monitoring of network state and statistics, and provisioning of Virtual Private Networks (VPN). NBls
applied in ECO-eNET include RESTful API, T-API, Internet Engineering Task Force (IETF) Layer 1 VPN
(L1-VPN), IETF Layer 2 VPN (L2-VPN), and IETF Layer 3 VPN (L3-VPN). In real-world deployments,
both SBI and NBI use Transport Layer Security (TLS)-enabled protocols such as Secure Shell (SSH)
or HTTPS to ensure secure communication across the network.

The intent-driven programmability of the Evolved SDN Controller allows the specification of desired
network behaviour or service outcomes without requiring detailed low-level configurations. These
intents originate from E2E Service Management and Confluent Network Manager in the Management
& Orchestration layer through the Evolved SDN Controller's RESTful API in its NBI. The controller
enables the translation of this high-level intent into the configuration and actions required across the
network devices, by executing SDN applications that implement the transport control logic.

The controller determines the resources to be used across the confluent network, i.e., optical fibre, RFW
and FSO, based on resource availability and service-related constraints. For instance, the controller
continuously observes the state of confluent links using integrated monitoring (e.g., via gNMI SBI).
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When it detects a decrease in Quality of Transmission in one medium (e.g., on FSO link due to
atmospheric conditions like heavy fog) by leveraging a model from the E2E Al plane, it can initiate rapid
switchover to another transmission medium (e.g., RFW) using RESTCONF/T-API SBIs. From a broader
network perspective, the Evolved SDN Controller can also dynamically switch routing path according to
REST requests from the Confluent Network Planning within the Confluent Network Manager. To meet
desired intents, such as specific latency requirements, optical switches and wireless transceivers can
be configured dynamically to set up or tear down a confluent link based on request from the Confluent
Network Manager. This active coordination of radio and optical controls, implemented via SDN
applications, allows it to ensure reliability, adapt capacities, and enables energy-efficient operation by
powering off underutilized resources.

Furthermore, the Evolved SDN Controller architecture should support the creation of transport network
slices, which can take the form of multiple VPNs. Creation, management, and dissemination of VPNs
within a technological domain can be managed by a domain-specific controller using SBls, while
orchestration across domains is supervised by the Network Slicing component of the Confluent Network
Manager3. Through its comprehensive capabilities, the Evolved SDN provides a layer of abstraction,
simplifying network operations, reducing human error, and improving service delivery time.

Table 8 summarises the functional elements and main interfaces of Transport Control and Evolved SDN
Controller. Depending on the technologies involved in the confluent transport network, these elements
and interfaces may require extensions that can be presented to relevant standardisation bodies. Open-
source platforms such as TeraFlowSDN [31] and ONOS/uONOS [32], offer relevant capabilities for
implementing the Evolved SDN Controller. These projects support modular, cloud-native architectures
and provide mechanisms for intent-based networking, transport slicing, and multi-protocol southbound
integration. Transport Control logic can be implemented as custom SDN apps on top of these platforms.

Table 8: Transport Control and Evolved SDN Controller — summary and interfaces

Transport Control & Evolved SDN Controller

Provides unified control for heterogeneous confluent transport networks. It
integrates agents from multiple technological domains and enables end-to-
Summary end service connectivity and transport slicing (creation, management,
dissemination of VPNs), secure communication (TLS-enabled protocols), and
distributed control.

The Evolved SDN Controller exposes RESTful API, Transport API, IETF L1/L2/L3
VPNSs to manage services across multiple domains.

Exposed Interfaces

The Evolved SDN Controller requires SBIs to interact with underlying local
controllers deployed at the edge and network equipment directly.

To interact with controllers, it requires that they expose RESTful APl and T-API.

For communication with equipment, it requires that they expose one of the
available SBIs, such as, NETCONF, RESTCONF, ForCES, gNMI, OpenFlow,
P4Runtime, T-APIl, SNMP. Those interfaces are consumed to control and
Ol gEess | monitor data plane devices.

State synchronisation involves messaging protocols (e.g., gRPC, AMQP) for
distributed control.

Communication with the E2E Al plane via REST APIs is required to develop
Al/ML models.

Interfaces with the E2E Monitoring & Analytics Framework for observability
of the system.

3 This follows the example of ETSI TeraFlow SDN, where VPN creation can be requested by an external
Orchestrator [30].
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6.1.2. RAN Control

The RAN control module is encapsulated by the IAC controller and is centred on the O-RAN design. As
indicated in Figure 9, it consists of xApps, a form of microservices running on the RIC platform, that
perform RRM functions such as admission control, load control, and RU selection for Cell-Free
scheduling. It also monitors KPIs per slice and QoS Flow Identifiers (QFls) through the E2 Key
Performance Measurement (E2 KPM) service model. It also takes control actions using the E2 RAN
Control (E2 RC) and E2 Cell Configuration and Control (E2 CCC) service models to optimise the RAN
behaviour and configuration.

These xApps run over the near-RT RIC, which enables the control, monitoring, and optimisation of
disaggregated network functions (E2 Nodes) and resources via fine-grained data collection and actions
over the O-RAN-defined E2 interface, with control loops in the order of 10 ms to 1 s. The near-RT RIC
hosts one or more xApps that use the E2 interface to collect near real-time information (e.g., on a per-
UE basis or a Cell basis) [33]. The near-RT RIC control over the E2 Nodes is steered via policies and
enrichment data provided by the A1 interface from the non-RT RIC.

The allocation of RRM functions between the near-RT RIC and the E2 Node depends on the capabilities
exposed by the E2 Node through the E2 Service Model. This model defines which functions in the E2
Node may be controlled by the near-RT RIC and the associated procedures, enabling use cases such
as traffic steering and QoS optimisation. For each function exposed in the E2 Service Model, the near-
RT RIC may monitor, suspend, override, or control the E2 Node’s behaviour via policies. In the event of
a near-RT RIC failure, the E2 Node can provide services, but there may be an outage for certain value-
added services that may only be provided using the near-RT RIC.

The initial RAN configuration and the UE information for connected UEs are stored in the Radio Network
Information Base (RNIB) and UE Network Information Base (UENIB), respectively. The KPIs received
from the E2 Node are stored in a time-series database such as InfluxDB. The interfaces exposed by the
RAN control function can be leveraged in conjunction with the Evolved SDN controller to enable
coordinated optimisation of both transport and access network resources. In this context, Confluence
XApps can be implemented to facilitate cross-technological domain intelligence allowing for dynamic
adaptation of transport paths based on RAN KPIs, mobility patterns, and service-level requirements.

Management and Orchestration

multi-Access|Technology Reaktime Intelligent Controller (mATRIC)

multi-Access Technology | |0-RAN | A1, 01, Y1, Open API
| |
Confluence xApps mAT xApps XApps XApps XApps Confluence xApps Evolved SDN Controller
Shared Services Shared Services
Messaging Fabric Messaging Fabric
mAT Manager ‘ Mobility ‘ ‘ Security ‘ E2E Al
: E2 E2
Conflict .
o-RAN brige E2RC || pw || coc
A L 3
L Open API E2
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Figure 9: mATRIC integrating multi-access technology control capabilities with O-RAN near-RT RIC. mATRIC
wraps existing O-RAN controllers to extend its capabilities.
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The RAN control module is expected to support several key control functions. These include admission
control for both normal and hand-in UEs, load control to manage traffic distribution, and handover control
to maintain service continuity. It also performs packet scheduling by adjusting slice-level physical
resource block (PRB) quotas and manages power control by modifying power control parameters
through the E2 CCC. Additionally, the module exposes KPIs such as packet loss on the backhaul
interface, which can be used by a local SDN controller at the cell edge to dynamically adjust resources
for specific UEs.

Multi-Access Technology Real-time Intelligent Controller (mATRIC)

To extend the capabilities of the O-RAN RIC, a new design — mATRIC — has been introduced in the
REASON project [13] and is intended for integration in the ECO-eNET project. mATRIC supports real-
time and near real-time control and optimisation across multiple access technologies, including both
radio and non-radio systems. It incorporates a multi-access technology (mAT) manager that operates
alongside O-RAN RIC components as indicated in Figure 9. The system enables onboarding of xApps
for intelligent control and defines interfaces for integration with orchestration layers and access
technologies. Monitoring and analytics microservices are embedded to support closed-loop control and
data-driven decision-making.

The design introduces new functional elements that facilitate the integration and coordination of diverse
access technologies. These elements support the registration and discovery of endpoints, the exchange
of performance metrics, and the handling of control requests from xApps. Access technologies can
advertise their capabilities through the southbound interface, which are then associated with relevant
services within mATRIC. Event notifications originating at the access layer can trigger control actions
via subscribed xApps, enabling responsive and context-aware network behaviour. The system is
designed to enable the dynamic adaptation of network parameters, such as latency, throughput, and
traffic prioritisation, based on predefined configurations or external orchestration inputs. Similarly,
mobility support is envisioned to assist in optimising handovers and load balancing across
heterogeneous access networks.

The southbound interface connects mATRIC to various access technologies using specific APIs. They
support interoperability with systems including 5G, Wi-Fi and Li-Fi, and are designed to accommodate
future access technologies. The registration workflow allows access technologies to advertise their
capabilities, which are then integrated into the controller’s service model.

A NBI connects mATRIC to the management and orchestration layer and to the Universal non-RT
Intelligent Controller. This NBI supports service request workflows by receiving application requirements
and responding with resource availability and configuration options. mATRIC and orchestration
components exchange periodic updates to maintain synchronisation. This enables coordinated
configuration and optimisation of access technologies in response to service demands and network
conditions. Within ECO-eNET, mATRIC interfaces and its third-party xApp framework may be extended
to support transport layer control as a supplement and/or alternative to SDN-based control, depending
on experimental requirements and implementation feasibility.

Table 9 outlines the key interfaces and functional elements of the functional blocks. Commercial near-
RT RIC platforms, including those developed by project partners, may be explored for implementation.
In addition to these, open-source implementations aligned with O-RAN specifications are available for
experimentation and integration. These include the O-RAN Software Community’s reference
implementation of the near-RT RIC [34], ONF SD-RAN [1], and srsRAN [35]. The mATRIC controller,
initiated under the REASON project, is under active development and is planned to be released as open
source. It can be further investigated within ECO-eNET. Confluent RAN control can be implemented in
the form of xApps inside these platforms. Further details on RAN control interfaces can be found in
deliverable D3.1 [19].
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Table 9: RAN Control, near-RT RIC and mATRIC — summary and interfaces.

RAN Control & near-RT RIC/mATRIC

Executes RRM functions via xApps over the near-RT RIC. Collects KPIs and
applies control actions using E2 service models. mATRIC extends support to
multi-access technologies, enabling real-time and near real-time control,
registration, and event-driven coordination to technologies like Wi-Fi, Li-Fi,
etc.

XApps interact with internal RIC services (e.g., E2 Termination, RAN DB) and
consume telemetry and policy data.

O-RAN: Al interface to non-RT RIC (policy and enrichment data).

O1 interface towards the management and orchestration layer for deploying
and configuring the network elements.

Y1 interface for sharing of Radio Analytics Information (RAI) from the near-RT
Exposed Interfaces RIC to authorised consumers in both internal and external systems (e.g.
NWDAF, E2E Monitoring and Analytics).

mATRIC: REST (Open API[36]) interface to management and orchestration
layer, including non-RT control layers for service requests, configuration
updates, and resource availability.

O-RAN: E2 interface to E2 Nodes using Abstract Syntax Notation 1 (ASN.1) over
SCTP/IP. Supports E2 KPM and E2 CCC service models.

mATRIC: REST (Open API) interface to access technologies (e.g., 5G, Wi-Fi, Li-
Fi). Supports registration, capability advertisement, and event notification.

Consumed Interfaces

6.2. Compute (Cloud/MEC) Platform Controller

Multi-access Edge Computing (MEC) has been considered a foundational component in the evolution
of 5G, 5G-Advanced, and 6G systems. It enables the execution of user-plane functions and application
logic at edge nodes located near access points, reducing latency and alleviating core network
congestion. Recent developments have renewed interest in edge computing, particularly in deploying
Al/ML workloads at the edge. This is driven by advances in hardware capabilities and the emergence
of initiatives such as the AlI-RAN Alliance which explores three complementary directions [37]:

= Al for RAN: Enhancing RAN performance through Al-based optimisation, including spectral
efficiency improvements.

= Al and RAN: Integrating Al workflows with RAN infrastructure to improve resource utilisation
and support new service models.

= Al on RAN: Deploying Al inference workloads at RAN edge locations to support low-latency
services and operational efficiency.

In parallel, the disaggregation and virtualisation of RAN components — such as CU and DU — enable
their deployment at edge points of presence. This supports flexible placement strategies and aligns with
the broader goals of network function virtualisation and softwarisation.

Within ECO-eNET, the Compute Platform Controller coordinates cloud and MEC resources to support
the distributed Al/ML execution and service components or virtualised network functions. This includes
managing compute offload, data locality, and latency constraints across heterogeneous infrastructure.
The platform also supports edge autonomy, where localised decision-making reduces dependency on
centralised control. This is essential for scenarios requiring real-time responsiveness and for optimising
resource usage under dynamic network conditions.
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The architecture is designed around ETSI-compliant MEC deployments, including the use of standard
MEC APIs related to the Mm1, Mm3 and Mp1 interfaces [38]. Open-source edge computing frameworks
such as Akraino [39] and SuperEdge [40] may also be explored for specific use cases, although their
alignment with ETSI MEC standards may be partial. Alternatively, in the ECO-eNET experiments and
demonstrations, we may decide to use direct integration with compute infrastructure controllers such as
OpenStack [41] and Kubernetes [42], depending on the availability of open-source or third-party ETSI-
compliant solutions and their practical implementation aspects. Table 10 summarises the Compute
Platform Controller architecture and its key interfaces.

Table 10: Compute (Cloud/MEC) Platform Controller — summary and interfaces
Component Compute (Cloud/MEC) Platform Controller

Controls the life cycle of computing workloads in the distributed cloud and
edge infrastructure. Supports deployment of MEC apps, VNFs, AI/ML models,
and monitoring agents. Enables workload deployment by E2E Service
Management, Al Plane, Monitoring & Analytics, and RIC components.

ETSI MEC APIs - alternatively they may be emulated for experiments/proof-of-
concepts by directly accessing compute platform controllers such as
OpenStack or Kubernetes.

Summary

Exposed Interfaces APIs for workload deployment and telemetry collection.

Intended consumers: E2E Service Management, Confluent Network Manager,
E2E Al Plane, E2E Monitoring & Analytics, non-RT RIC, near-RT RIC/mATRIC
Possible protocols: HTTP/HTTPS (REST), Open API-compliant [36]

ETSI MEC APIs: Mm3 - or alternatively direct OpenStack/Kubernetes access
@00k b=l iz iz eee | provided for experiments/proof-of-concept.

Confluent Network Manager (for mesh connectivity and optimisation)
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7. Infrastructure Layer

The Infrastructure Layer forms the physical and virtual foundation upon which the ECO-eNET
architecture is built. It encompasses an array of transport and access technologies, as well as the
distributed computing resources necessary to support virtualised network functions and intelligent
control. These components are integrated to enable programmable connectivity, localised processing,
and coordinated control across the network.

Transmission capabilities in this layer are provided through a combination of radio, fixed wireless, free-
space optics, flex-grid wavelength division multiplexed (Flex-WDM) fibre links, which can also
accommodate OSaaS instances. These heterogeneous media form a mesh network that can be
engineered to support the performance requirements of emerging 6G systems, including low latency,
high capacity, and improved energy efficiency. aRoF signals are converted to RFW using plasmonic
devices, and both analogue and digital signals are multiplexed across the transport network using
optical and electronic switching. The infrastructure layer supports observability, control, and
orchestration across transport and compute domains. This confluence of transport, access, and
compute resources lays the groundwork for a scalable, intelligent, and responsive network fabric that is
central to the ECO-eNET vision. The following sections provide a more detailed view of the key
components and interfaces that make up this infrastructure layer.

7.1. Collocation of Edge/Cloud Computing Nodes

Edge computing enables the deployment of compute resources in proximity to end users and network
elements, reducing latency and enabling responsive control. Within the ECO-eNET project, edge nodes
are designed to host not only MEC applications and Al/ML models but also additional components of
the ECO-eNET architecture.

The available compute capacity at these edge PoPs supports the deployment of localised Confluent
Controller instances or agents. These agents interface with nearby network elements to implement low-
latency control loops and localised decision-making processes. Monitoring, sensing, and analytics
agents are also deployed to collect observability data and perform in situ processing. Co-location with
confluent transport nodes further reduces latency between control/monitoring agents and the network
elements they manage, enabling efficient feedback loops and real-time orchestration.

The compute infrastructure at these PoPs also supports VNFs, including DU, CU, and N3WIF. Physical
Network Functions (PNFs) may also be deployed locally where required. To complement edge
resources, cloud data centres can be used to offload or supplement workloads that are not latency
sensitive. This includes deferring compute-intensive or non-real-time tasks to centralised cloud
infrastructures. Workload migration can be managed dynamically, allowing the system to optimise
resource utilisation while maintaining performance requirements for latency-critical functions.

Typical components co-located at the edge/cloud PoP include:

e Local controller instances
e Monitoring, analytics, and sensing functions
e Local breakout functions for traffic optimisation

This architecture supports a distributed control and data plane, with intelligent workload placement
across edge and cloud domains based on latency, resource availability, and operational requirements.
Details about control, resources, and interfaces for management of the edge/cloud computing PoPs are
presented in Section 6.2.

7.2. Confluent Transport Nodes

A confluent transport network allows the consolidation of optical and radio-frequency (RF) signals over
a common infrastructure. This enables the network to dynamically allocate transport capacity based on
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the user's demand. The Confluent Transport Node serves as a pivotal element in enabling dynamic,
segment-level routing across heterogeneous transport domains, including both optical and electronic
layers.

Figure 10 represents a fully featured and flexible node design achievable with today’s technology. This
Confluent Transport Node design incorporates a hybrid integration of advanced reconfigurable optical
elements such as Reconfigurable Optical Add-Drop Multiplexers (ROADMs) and Optical Cross-
Connects (OXCs), which support wavelength-level switching without the need for optical-electrical-
optical (OEO) conversion. These components enable the selective rerouting and multiplexing of optical
signals across dynamically changing paths, promoting energy-efficient and low-latency data transport.
Local breakout at the edge is supported through a Transport and Switching unit and pluggable
transceivers, including Digital Coherent Optics (DCO) and Small Form-factor Pluggable (SFP) modules
and variants. Similarly, dedicated pluggable interfaces can be employed to translate the analogue or
sensing signal to a Layer 2 (L2) compatible signal.

Future edge deployments, however, are expected to use only a subset of these capabilities, relying on
lower-cost optical switches and multiplexers, for example those built with photonic integrated circuits
(PICs). As an alternative (or complement), simplified configurations or custom arrangements of
wavelength selective switches (WSS), arrayed waveguide gratings (AWGs) and optical couples/splitters
may also be used for experimental purposes in the context of ECO-eNET to allow the study of the
associated trade-offs and performance metrics of different setup options to realise confluence in future
applications.

Edge/Cloud PoP
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Figure 10: Fully featured Confluent Transport Node diagram: the use of reconfigurable optical technologies allows
for the dynamic selection of routes that utilise different transport technologies. Pluggable optical modules allow
the injection of analogue and sensing signals into the optical network. Simplified setups can also be used when

full reconfigurability is not needed.

The Confluent Transport Node is orchestrated via an SDN control plane and exposed through
standardised APIs such as OpenROADM, allowing the Transport Control implemented as applications
on top of the Evolved SDN Controller (described in Section 6.1.1) to reprogram optical paths in response
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to real-time telemetry, predicted failures, or shifting traffic demands. While primarily aligned with
transport control, the node’s programmability also supports integration with RAN control strategies
(Section 6.1.2), enabling coordination with xApp-driven policies to influence fronthaul and midhaul
transport. For example, a confluence xApp may collaborate with a transport control application running
on top of the SDN controller to detect performance degradations, bottlenecks, or excessive energy
consumption across the access segment, fronthaul, or midhaul. This joint analysis can trigger dynamic
rerouting or capacity reallocation across the confluent transport nodes to maintain service-level
objectives for latency-sensitive applications such as HRLLC. A summary of the architectural element is
presented in Table 11.

Table 11: Confluent Transport Nodes — summary and interfaces

Component Confluent Transport Nodes

Converged transport elements that unify optical, RF, and other transmission
Summary technologies. Enable dynamic routing, wavelength-level switching, and
programmable transport across heterogeneous domains.

SDN Control Interface: Exposes programmable interfaces for orchestration
and telemetry. Protocols: OpenFlow (flow-based), NETCONF, RESTCONF,
gNMI/gRPC, SNMP. Direct consumers include the Evolved SDN Controller
(within Integrated Access and Confluent Networks Controller), and/or
distributed confluent controllers/agents running locally at the edge/cloud
PoPs.

Exposed Interfaces

Monitoring Interface: Exposes telemetry and performance metrics (e.g., link
quality, spectrum usage).

Although typical SDN protocols are mentioned for the control of these
elements, custom protocols may be implemented for experimental control
logic and proof-of-concept demonstrations.

Control and monitoring of the Confluent Transport Nodes need to be
supported directly via firmware/embedded software and or in conjunction
with local software agents deployed at the edge PoPs. As such no explicit
southbound interface is described and the integration with the physical layer
is considered to be implementation dependent. The equipment requires
OhlktnelEgEess - connectivity with the control plane and, in some cases, my require
synchronisation, e.g. via Global Navigation Satellite Systems (GNSS), IEEE
1588v2. The terminations at the data plane are required to be compatible with
either optical (OXC, ROADM) or electric (L2) switching; otherwise, dedicated
interfaces (pluggables, transceiver units) are needed to translate the
analogue or sensing signal to an L2 compatible signal.

7.3. Confluent Transport Links

As part of the ECO-eNET architecture, various link technologies are being developed in the context of
WP2 with a view toward integration into a unified infrastructure. The cooperating physical-layer
technologies being developed include radio fixed wireless, free space optical, and optical spectrum as
a service.

A key element of the confluent transmission systems is the support for interfaces from different transport
media including the corresponding control and signal conditioning. At a basic level this may involve
modular platforms equipped with pluggable transceivers appropriate for each transport media. Similarly
to commercially available optical time domain reflectometer solutions, optical sensing signals can also
be supported in a pluggable form factor. However most optical sensing involves a separate unit. More
advanced implementations of transport and switching units would have internal processing capabilities
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to do join processing on unique signal types such as integrated RFW and FSO signals bonded as a
single communication channel. Such advanced units would also include processing to demodulate
aRoF signals or process sensing signals that are also analogue in nature.

A summary of the key technologies being developed for usage as confluent transport links is provided
below.

Radio Fixed Wireless (RFW)

RFW provides high-frequency wireless communication capable of delivering data rates up to 1 Tb/s. It
employs direct down-mixing of an optical signal to the sub-THz frequency (O-RF conversion) using high-
speed photodetectors as well as direct up-mixing of the RF signal back into the optical domain (RF-O
conversion), using a high-speed plasmonic modulator. This technology enables energy-efficient and
high-capacity wireless links that can be rapidly deployed in dense or hard-to-reach areas. Note that both
aRoF and high speed digital optical signals are transmitted transparently through the RFW link as if it
were another form of fibre. RFW also complements FSO links, offering a more resilient alternative when
optical line-of-sight is compromised, for instance, by poor weather conditions. Because of the
opportunity to use RFW and FSO as a joint channel, pairs of transceivers would be grouped together
either through a form of channel bonding within the transport and switching unit or through a new
dedicated transceiver that supports two signals in a single pluggable or transceiver unit. Further
information about ECO-eNET’s RFW development is available on deliverable D2.1 [43]

Free Space Optical (FSO)

FSO links transmit data using laser beams in the optical domain through the atmosphere, enabling high-
capacity communication over line-of-sight paths without the need for physical cables. As part of the
ECO-eNET project, the FSO link is being enabled through the development of an adaptive optics system
based on PICs, which corrects disturbances caused by atmospheric turbulence that can degrade signal
quality. The use of PICs enables the miniaturisation, scaling, and energy-efficient implementation of the
AO system, compared to traditional AO systems. When combined with RFW, FSO forms a
complementary link that maximises network resilience and capacity under varying environmental
conditions. Like the RFW links, the FSO will be transparent to the digital or analogue optical signals and
thus are compatible with corresponding transceivers, although in some cases bonding or the use of a
joint transceiver with RFW might be used. Further information about ECO-eNET’s FSO development is
available on deliverable D2.1 [43]

Optical Spectrum as a Service (OSaaS)

The ECO-eNET project investigates technologies for analogue and digital signal multiplexing, plasmonic
conversion, and intelligent resource management across metro and access domains. Field
implementations demonstrate promise for reducing transceiver requirements, lowering the carbon
footprint, and enhancing network availability, even in passive or mixed-technology segments. Coherent
transceivers can also serve as sensors to optimise performance in densely packed channels, furthering
the intelligent, flexible management that OSaaS enables in converged access networks. Other analogue
sensing signals, such as distributed acoustic sensing (DAS), would also be supported, although they
may need to bypass optical amplifiers in network elements such as ROADMs. Work on OSaaS
capabilities and fibre-based sensing is actively progressing under Task 2.4 and will be reported in future
deliverables.

A summary of the Confluent Transport links and their main interfaces is presented in Table 12.
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Table 12: Confluent Transport Links — summary and interfaces

Confluent Transport Links

Unified adaptive transport layer in the ECO-eNET architecture supporting
high-capacity, low-latency, and energy-efficient communication across
heterogeneous physical media. RFW provides sub-THz wireless links via
optical-RF conversion; FSO enables optical wireless communication with
adaptive optics; OSaaS provides spectrum and resources across optical and
wireless domains.

SDN Control Interface: Exposes programmable interfaces for orchestration
and telemetry. Protocols: OpenFlow (flow-based), NETCONF, RESTCONF,
gNMI/gRPC, SNMP. Consumers include SDN Controllers, or even RIC in
specific cases.

Summary

Exposed Interfaces Monitoring Interface: Exposes telemetry and performance metrics (e.g., link
quality, spectrum usage).

Although typical SDN protocols are mentioned for the control of these
elements, custom protocols may be implemented for experimental control
logic and proof-of-concept demonstrations.

Control and monitoring of the equipment composing Confluent Transport
Links need to be supported directly via firmware/embedded software and or in
conjunction with local software agents deployed at the edge PoPs. As such no
Ol eleles | explicit southbound interface is described and the integration with the
physical layer is implementation dependent. The equipment requires
connectivity with the control plane and, in some cases, may require
synchronisation, e.g. via GNSS, IEEE 1588v2.

7.4. Access Segment

In the ECO-eNET architecture, the access segment is a foundational component that provides
connectivity between UE and the broader ECO-eNET system. As shown in Figure 11, it encompasses
a range of technologies and includes both monolithic 5G Next Generation Node Bs (gNBs) and
disaggregated O-RAN-compliant RUs, whose baseband processing is split between DUs and CUs
deployed at edge or cloud points of presence. This architectural flexibility allows for the evaluation of
different deployment models and their impact on performance, scalability, and energy efficiency.
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Figure 11: Access segment of ECO-eNET architecture.

To support experimentation with alternative and emerging access technologies, the ECO-eNET
architecture includes provisions for integration with the N3IWF. This enables the use of Wi-Fi, Li-Fi, or
other non-3GPP access technologies as part of the access segment. It also provides a mechanism to
incorporate novel or pre-standard access solutions under development for 6G.

The project also considers the applicability of D-MIMO and its implications for integrated access and
backhauling. D-MIMO is a promising technology in the access segment of emerging 6G networks,
enabling the deployment of spatially distributed transmission and transmission-reception points (TRPs)
to serve multiple UEs simultaneously. Unlike conventional point-to-point MIMO systems, D-MIMO
systems exploit the macro diversity by coordinating multiple antennas located at different physical
locations, bringing the TRP closer to the end-user. This approach enhances coverage, reliability, and
data throughput while also enabling higher spectral efficiency. Further technical details on D-MIMO,
including a comparison with Cell-Free MIMO, are provided in Appendix I.

The access segment interfaces with the broader ECO-eNET system through a combination of open and
standardised programmable control interfaces. At the radio level, O-RAN-compliant RUs expose the
Open FH interface, which supports control, synchronization, and management. 3GPP-compliant gNBs
connect to the Cellular Core via the N2 interface, linking the control plane to the AMF. In parallel,
mATRIC described in Section 6.1.2 can be connected via a set of multi-access technology Open APls
that abstract the specifics of the underlying access technologies.

These interfaces collectively enable the access segment to expose real-time telemetry, including
resource availability, interference levels, latency, throughput, and environmental sensing. This
information can be consumed by xApps and also exposed via the end-to-end Monitoring and Analytics
plane. Low-level control decisions based on this telemetry can be implemented by xApps operating
within the IAC controller. Additionally, higher-level management decisions such as modifying input
parameters to control loops or enabling/disabling specific xApps can be taken by the components in the
Management and Orchestration plane (the E2E Service Management and the Confluent Network
Manager), which have visibility into the state of the confluent transport network and compute resources,
and therefore can ensure coordinated adaptation across access, transport, and compute domains.

The capabilities described above establish the access segment as a programmable and service-aware
component within the ECO-eNET architecture. Table 13 summarises the Access Segment and its main
interfaces.
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Table 13: Access Segment (including D-MIMO) — summary and interfaces.

Summary

Exposed Interfaces

Consumed Interfaces

Access Segment

Provide connectivity between UE and network and is composed by different
technologies, including gNBs, RUs and D-MIMO. The latter enables
coordinated transmission and reception across spatially distributed TRPs to
serve multiple UEs simultaneously.

UE Interface: 3GPP-compliant air interface (e.g., NR-Uu) for user and control
plane signalling.

O-RAN Interfaces: Open FH for control, management and synchronisation.
Coordination Interface: D-MIMO TRPs may expose inter-TRP coordination

through interfaces similar to the 3GPP-defined F1 and Xn, for scheduling,
channel state exchange, and synchronisation.

Synchronisation Interface: Requires timing and phase synchronisation from a
central controller or synchronisation service (e.g., IEEE 1588v2, GNSS).

Backhaul Interface: Requires connectivity to centralised processing units (CU
for O-RAN compliant components) or(l-)UPF (in the case of gNBs) via high-
capacity, low-latency links (e.g., fibre, millimetre wave wireless).

Non-3GPP Integration: Untrusted access points require interfaces to N3IWF for
control/user plane integration.
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8. E2E Al Plane

The seamless integration of connected intelligence is essential to the design of future network
architectures and has been at the centre of the debate on 6G since its inception [37]. To meet
performance requirements, Al workloads must be executed across distributed locations, optimising for
network congestion, latency, availability, privacy, and energy efficiency. However, this distributed
execution introduces orchestration challenges, including concurrent offloading, heterogeneity among Al
nodes, and the need for prioritisation and scheduling mechanisms.

Addressing these challenges requires structured lifecycle management of Al, including task definition,
data acquisition and processing, model development, training, validation, deployment, monitoring,
retraining, and decommissioning. Each stage must be aligned with network-level objectives to ensure
efficient resource utilisation and service quality. Continuous performance evaluation is necessary to
support model reuse and adaptation across varying operational contexts.

At the core of ECO-eNET’s approach to native network intelligence resides the end-to-end Al vertical
plane, which provides Al capabilities in the form of AlaaS, enabling Al algorithms and models to be
served to the other parts of the system to perform complex tasks. The main element of this system is
the Al Orchestration (AlO) which is responsible for coordinating model distribution and deployment
across the infrastructure, considering both system-level and service-level requirements. The AIO
provides functionality for implementing Al/ML models for both networks and applications in the form of
AlaaS.

8.1. Al Orchestration (AlO) and AlaaS

Al Orchestration enables AlaaS within the ECO-eNET architecture by providing a control and lifecycle
management framework for Al/ML model deployment across both network and application domains. It
supports infrastructure-level intelligence for network optimisation and facilitates scalable, low-latency Al
services at the application layer.

The orchestration layer include functionalities such as maintaining a catalogue of models, automating
training workflows, managing data pipelines, and supporting deployment across heterogeneous
environments. It can also incorporate mechanisms for performance monitoring, anomaly detection,
access control, and model deprecation. MLOps practices are typically integrated to support automation
and consistency across the machine learning lifecycle. This may involve model selection, placement in
coordination with the E2E Service Management and Confluent Network Manager, model chaining, and
allocation of computational resources (e.g., CPUs, GPUs, memory). Support for distributed learning and
inference is also relevant. AlO decisions are informed by real-time performance data from monitoring
components.

Profiling Al models across diverse network fabrics can help understand how system characteristics
influence model behaviour. This includes analysing relationships among model architectures,
hyperparameters, hardware configurations, and dataset properties in terms of accuracy, resource
consumption, and execution time. Such profiling may support predictive modelling of system behaviour
under varying workloads and configurations. This can help estimate computational requirements and
improve resource allocation strategies in distributed environments.

8.2. Al for Networks

In the context of ECO-eNET, AI/ML is applied within the network infrastructure to support several
management, optimisation, and control functions. Key use cases include intelligent resource allocation,
predictive reconfiguration, and autonomous operation. It enables the real-time adjustment of network
parameters based on traffic patterns and system conditions, as well as seamless routing and dynamic
switching of segments using diverse transport technologies (e.g., fibore, FSO, RFW). This supports
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performance stability in dynamic environments and facilitates the early detection and mitigation of
potential faults, thereby reducing downtime and service disruptions.

Deploying Al models within network elements requires mechanisms for model distribution, updates, and
verification. These mechanisms must preserve model integrity and operational continuity. Continuous
performance evaluation in live environments is essential to ensure reliability and maintain service
quality.

8.3. Al for Applications

Although not part of the project's scope, the same AlaaS infrastructure can be utilised to serve Al/ML
models to end-user applications, which can be developed as a separate service layer and potentially
generate revenue streams for telecom providers. Al models serving end-user applications must address
diverse workload characteristics, strict latency and throughput requirements, and data privacy
constraints. Efficient deployment strategies often involve distributing workloads across heterogeneous
computational resources. Although not implemented in the current project, this functionality is included
in the high-level architecture to ensure compatibility with future service extensions.

8.4. Cognition

Cognition comprises the set of functions responsible for analysing and evaluating intelligent systems
within networked environments. A primary role of cognition is to assess the trustworthiness of Al
components by supporting reasoning about Al behaviour. This includes verifying privacy, robustness,
explainability, compliance, and operational performance and considering factors such as computational
cost and reliability. Additionally, it may provide mechanisms for resolving conflicts between concurrent
Al-driven tasks.

Cognition contributes to improved human decision-making by providing structured assessments of Al
model behaviour and system dynamics. Communication with service delivery components, such as
intent engines, task translators, and business logic systems, enables the context-aware evaluation of
Al performance. It provides a framework for integrating automated reasoning with human-in-the-loop
processes, without assuming full autonomy or replacing human judgment.

Although not within the strict scope of the ECO-eNET project and not planned for demonstration,
cognition is included in the reference architecture due to its anticipated relevance in future network
deployments, including 6G. lts inclusion reflects the need for mechanisms that support explainability,
trust, and decision support in increasingly complex Al-driven systems.
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Table 14: E2E Al Plane — summary and interfaces

Provides AlaaS capabilities by integrating Al Orchestration and lifecycle
management of AI/ML models. Supports both network-level and application-
Summary level Al deployments. Enables distributed model execution, resource
optimisation, and performance monitoring. Includes support for cognitive
functions and explainability, though not demonstrated in ECO-eNET.

To Management and Orchestration Layer (e.g., E2E Service Management,
Confluent Network Manager): APIs for model deployment, status reporting,
and orchestration feedback (possible implementations: REST/gRPC).

Exposed Interfaces To Elements Control Layer (e.g., near-RT RIC, SDN Controller): APIs for model
execution, inference requests, and control feedback.

To E2E Monitoring & Analytics Plane: Data export interfaces (e.g., AMQP, MQTT,
Prometheus, REST) for model telemetry and performance metrics.

From Compute (Cloud/Edge) Platform Controller: APIs for resource availability,
deployment control, and execution environment provisioning.

Ol izl From E2E Monitoring & Analytics Plane: Data ingestion interfaces (e.g., AMQP,
MQTT, REST) for training, inference, and performance evaluation. Model-
specific telemetry and health status (Al Monitoring).

Several open-source platforms may be considered for extension to support the automation and lifecycle
management of Al/ML workflows within the AIO component. Open-source projects such as MLflow [44],
KubeFlow [45], and Flyte [46] offer capabilities for model tracking, pipeline orchestration, and scalable
deployment across heterogeneous environments. Additional tools like Argo Workflows [47], ZenML [48],
and Apache Airflow [49] provide workflow automation and integration with Kubernetes-native
infrastructure. These frameworks may be evaluated for integration into the E2E Al plane to support
MLOps practices and enable Al-as-a-Service delivery across network and application domains. Table
14 summarises the E2E Al Plane and its key interfaces.

9. E2E Monitoring and Analytics Vertical Plane

The E2E Monitoring and Analytics provides continuous, system-wide visibility into the performance and
behaviour of network infrastructure and services. It integrates monitoring, telemetry, and analytics
capabilities and exposes them to management and control functions to support lifecycle management,
fault detection, and performance optimisation. This vertical plane is logically interconnected with all other
system components. Monitoring agents are deployed across compute, transport, and access to collect
performance indicators and system metrics. The collected data can be used to verify the correct
configuration and operation of the entire system, as well as to ensure alignment with performance and
reliability objectives.

End-to-end observability is essential to ensure that monitoring and analytics are not limited to isolated
components or layers. It enables correlation of metrics across the full service and infrastructure stack,
allowing for accurate fault localisation, performance assessment, and validation of service-level
objectives. Without E2E monitoring, optimisation and assurance mechanisms would lack the necessary
context to operate effectively.

Similar to modern monitoring systems, ECO-eNET intends to adopt a broker-based architecture for data
collection and distribution. Monitoring agents forward telemetry to a central broker component, which
serves as the interface for analytics functions and data consumers. This architecture is compatible with
open-source tools such as Telegraf [50] for data collection and InfluxDB [51] for time-series storage, as
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well as Prometheus [52] and related software. To mitigate the resource overhead of data storage, the
system incorporates data persistence and evasion policies to optimise resource utilisation. These
mechanisms reduce energy and storage consumption while maintaining the availability of critical
monitoring data for closed-loop control and analytics.

9.1. Composable Monitoring, Sensing and Analytics Framework

The proposed framework supports four primary functions:

= Al Monitoring & Analytics: Enables the collection and analysis of data to support Al-driven
control and decision-making processes.

= Service Monitoring & Analytics: Provides visibility into service-level performance, enabling SLA
verification and service assurance.

= Infrastructure Monitoring & Analytics: Focuses on the behaviour and performance of physical
and virtual infrastructure components.

= Integrated Sensing Data Collection and Distribution: Reuses the same infrastructure for
collection, distribution, and processing.

Monitoring agents and exporters are used to gather telemetry from network elements. Like many
modern monitoring systems, ECO-eNET employs a broker to ingest and distribute the data collected by
agents, exporters, and sensing probes. In turn, the broker serves as the interface for analytics functions
and data consumers and may include storage and persistency mechanisms (such as a time-series
database).

The analytics infrastructure is implemented as a set of microservices which can feed processed data
back into the broker, enabling composition. These functions support the construction of complex
monitoring and analytics pipelines, enabling closed-loop automation and intelligent decision-making.
The system also supports energy efficiency analysis by enabling fine-grained visibility into operational
conditions and resource usage.

9.2. Access to Externally Managed Data Sources

To enhance observability, the E2E monitoring system is also designed to ingest data from external data
sources and other monitoring and telemetry systems, such as the NWDAF component of the B5G/6G
core, near-RT RIC, and mATRIC. This integration supports the broader goal of enabling closed-loop
automation and intelligent orchestration across the system and providing uniform access to data for
AlI/ML models and closed-loop algorithms.

Data from NWDAF can be used to provide statistical and predictive analytics related to network
behaviour, user experience, and traffic patterns. This includes metrics such as load distribution, mobility
trends, and service usage forecasts. Near-RT RIC and mATRIC telemetry provide additional context for
access network behaviour, including radio link quality, interference levels, and scheduling efficiency.

Within the scope of ECO-eNET, the potential integration of these external data sources may be explored
depending on the implementation of experiments and proof-of-concepts. For NWDAF, this could involve
evaluating the use of services and interfaces defined in the 3GPP TS 29.520 standard [53], such as the
Nnwdaf_EventsSubscription and Nnwdaf _Analyticsinfo services. For near-RT RIC, the ingestion of
telemetry may consider the O-RAN standardised Y1 interface for the exchange of RAI [54]. These
mechanisms may be assessed based on technical feasibility, architectural compatibility, and relevance
to the experimental objectives.
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Table 15: E2E Monitoring & Analytics — summary and interfaces.

E2E Monitoring & Analytics

Provides end-to-end observability across the system. Collects telemetry and
sensing data via distributed agents and exporters as well as data ingestion
APIs. Supports Al, service, and infrastructure analytics through composable
microservices.

Interfaces for data access and analytics results are exposed to: E2E Service
Management, Confluent Network Manager, Elements Control, E2E Al Plane,
Al/ML models. Supports mechanisms for implement analytics functions and
enables chaining of analytics pipelines. Interacts with Context Data
Management via AMQP, MQTT, or similar protocols for metadata-based
filtering and routing.

Requires telemetry and sensing data from observed systems via exporters or
agents (e.g., Prometheus, Telegraf). Alternatively, data can be published
directly via AMQP or MQTT. Depends on local instrumentation or external
Ol izt observability components to provide metrics and sensing data. May ingest
data from NWDAF using 3GPP TS 29.520 interfaces (e.g.,
Nnwdaf_EventsSubscription, Nnwdaf_Analyticsinfo) and from near-RT RIC via
the O-RAN Y1 interface for RAI.

Summary

Exposed Interfaces

The E2E Monitoring and Analytics system can be extended using a range of open-source tools that
support telemetry collection, time-series storage, and analytics. Projects such as Telegraf [50],
InfluxDB [51], Elasticsearch Beats [55], Prometheus [52], and Grafana Mimir [56] provide robust
support for metric collection and storage. Table 15 summarises the E2E Monitoring & Analytics plane
and its interfaces.
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10. Mapping between requirements and functional
blocks

Table 16 summarises the relationship between ECO-eNET requirements and use cases (as presented
in deliverable D1.1 [2]) to the main architecture concerns and functional blocks. The requirements are
grouped by similarity, and a single row in the table may represent multiple requirements.
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Table 16: Mapping between requirements, architectural concerns, and functional blocks (optional requirements are marked with *

Architectural Concerns

Functional blocks

training)

Elements Control, E2E Al Plane

U-PERF-#1, #5, #8, N _7 _5 UC1, UC2, | Access Segment, Confluent Transport | FSO, RFW, OSaaS, D-MIMO, O-RAN
< <
S-PERF-#17 HRLLC Reliability (1077 < Pr{Error} < 107) UC3 Links/Nodes and Elements Control Components, Evolved SDN Controller, mATRIC
U-PERF-#6, #9, Access Segment, Confluent Transport | FSO, RFW, OSaaS, D-MIMO, O-RAN
< <
S-PERF-#18 0.1ms < HRLLC Latency < 1ms uc2,ucs Links/Nodes and Elements Control Components, Evolved SDN Controller, mATRIC
U-PERF-#7, Transport Segment Capacity (1Tb/s, 21 km, <40 Uc2 Confluent Transport Links/Nodes and | FSO, RFW, OSaa$, Evolved SDN Controller,
S-PERF-#19 pJ/bit) Elements Control mATRIC
U-PERF-#10, 300Mbps < User Peak DR < 1Gbps, Area Capacity = Uc3 Access Segment, Confluent Transport | FSO, RFW, OSaa$S, D-MIMO, O-RAN
S-PERF-#16 1 Gbps Links/Nodes and Elements Control Components, Evolved SDN Controller, mATRIC
S-PERF-#22, #24 ;S*O{EE\Q; xHaul data rate {1Tb/s over 1km, BER: UC2 | Confluent Transport Links/Nodes FSO, RFW
. =2 Anti
S-FUNC-#23 | (o0 TransparentxHaul (BER: 2 » 107 optical, UC2 | Confluent Transport Links/Nodes FSO
3.8 * 107~ radio-over-fibre)
. =2 Anti
S-FUNC-#25 RFW Trarlsparent xHa.ul (BER: 2.* 107 optical, uc2 Confluent Transport Links/Nodes RFW
attenuation < 6dB, gain = 60 dBi)
S-FUNC-#20 Detectinterruptions (<1min) and long-term uc1 Confluent Transport Links/Nodes, 0OSaas, Sensing, Composable Monitoring,
degradation (1year, ~0.5 dB) Sensing, Monitoring Sensing and Analytics Framework
U-PERF-#2 Sensing Information Accuracy uUC1 Sensing, Monitoring Composable Monitoring, Sensing and Analytics
Framework
U-PERF-#3 Sensing Latency (distance, timeliness, service uci Sensing, Monitoring Composable Monitoring, Sensing and Analytics
latency) Framework
U-NFUNC-#4 M|n|m|s§ data capacity, reduce transmission uci Sensing, Monitoring Composable Monitoring, Sensing and Analytics
costs, high accuracy Framework
. UC1, UCz, ) o Composable Monitoring, Sensing and Analytics
S-FUNC-#34 Confluent mesh transport network monitoring UC3, UC4 Sensing, Monitoring Framework
U-NFUNC-#11 Support of Federated and Centralised Al/ML uca Management & Orchestration, AI0, AI/ML models
Approaches Elements Control, E2E Al Plane
U-PERF-#12 Minimisation of Energy Consumption (during Al uca Management & Orchestration, AI0, AI/ML models
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Efficient Handling of Network Traffic (Al/ML

Management & Orchestration,

U-NFUNC-#13 operations, federated learning) uc4 Elements Control, E2E Al Plane AIO, AI/ML models
*U-PERF-#14 Low-Latency Real-Time Data Processing uc4 Monitoring, E2E Al Plane AIO, A//ML models,.Comp osable Monitoring,
Sensing and Analytics Framework
. Support of Heterogenous Processing Platforms Management + Elements Control +
U-NFUNC-#15 (A/ML) uc4 AlO + A/ML models AlO, AI/ML models
rrz:;mcr)lrr']cgl_’iﬁﬁglsl\llr:)%eiox;g?Al 0OSaas, Sensing, E2E Monitoring & Analytics,
S-FUNC-#21 Optical Transport Responsiveness uC1 P ’ . SDN Controller, Confluent Network Manager,
Plane, Management & Orchestration,
Al/ML models
Elements Control
. . Management & Orchestration, FSO, RFW, OSaas, Evolved SDN Controller,
S-FUNC-#26 Combined aRoF and DCO data transmission ucz2 Elements Control, E2E Al Plane Confluent Network Manager, Al ML/models
Confluent mesh transport network control (sub- UC1, UC2, | Management & Orchestration,
S-FUNC-#31 sec reconfiguration) UC3,UC4 | Elements Control, E2E Al Plane Confluent Network Manager, Al/ML models
. Management & Orchestration,
S-FUNC-#32 Confluent mesh transport network slicing Elements Control, E2E Al Plane Confluent Network Manager, AI/ML models
Resource optimisation for confluent mesh Management & Orchestration,
S-FUNC-#33 transport network Elements Control, E2E Al Plane Confluent Network Manager, AI/ML models
Single- and Multi-Domain Data, Service and Al Management & Orchestration, .
S-FUNC-#35 Orchestrators Elements Control, E2E Al Plane E2E Service Management, AIO
. Management & Orchestration, Confluent Network Manager, Context Data
*Q_ -
S-FUNC-#36 Autonomous Fabric and Context Orchestrator Elements Control, E2E Al Plane Management, AI/ML models
. . . . Management & Orchestration, .
S-FUNC-#37 Security and Privacy Orchestration Elements Control, E2E Al Plane Security Management
" Management & Orchestration,
S-FUNC-#38 Al-based Cognition/Context Layer uc4 Elements Control, E2E Al Plane AlO, AI/ML models
. Single-Domain Autonomous VNF and Service UC2, UCS3, | Management & Orchestration, .
S-FUNC-+#39 Orchestrator uc4 Elements Control, E2E Al Plane E2E Service Management, Al/ML models
Al and Associated Data Domain Splitting Management & Orchestration, - .
S-FUNC-#40 Mechanisms uc4 Elements Control, E2E Al Plane AIO, E2E Monitoring & Analytics
S-FUNC-#41 Al Orchestration UC1, UC2, | Management & Orchestration, AlO

UC3, UC4

Elements Control, E2E Al Plane
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Virtualised Computing Infrastructure UC1, UC2, | Management & Orchestration,
S-FUNC-#43 Requirements UC3,UC4 | Elements Control, E2E Al Plane Compute (Cloud/MEC) Platform Controller
S-OTH-#42 Ethical and Fair Al uc4 E2E Al Plane Al/ML models (selection/development)
Access Segment, Confluent Transport
S-FUNC-#27 | CF/D-MIMO APUs and O-RAN RU/CU/DU UC3 | Links/Nodes, Elements Control, D-MIMO, O-RAN Components, mATRIC, OSaas,
. FSO, RFW
Management & Orchestration
S-FUNC-#28 Reconfigurable/scalable CF/D-MIMO for Resilience Uc3 Access Segment, Elements Control, D-MIMO, O-RAN Components, mATRIC, E2E
and High Reliability/ Availability Management & Orchestration Service Management, Al/ML models
) ) . Access Segment, Confluent Transport | D-MIMO, Transport, Sensing, Composable
- - < <
S-FUNC-#29 Wireless Sensing Service (100 < latency < 5000ms) ucs Links/Nodes, Sensing Monitoring, Sensing and Analytics Framework
e . D-MIMO, O-RAN Components (including near -RT
S-FUNC-#30 0O-RAN near-RT RIC Capabilities (including E2, A1, uc3 Access Segment, Element§ Control, RIC), mATRIC, Service Management, Universal
01) Management & Orchestration .
non-RT Intelligent Controller.
S-OTH-#44 Scalability of interfaces/infrastructure to large- Overall architectural concern
scale deployment
S-OTH-#45 Cost Efficiency of E2E Solution Overall architectural concern




ECO eNET BGSNS

11. Mapping between functional blocks and ECO-
eNET Work Packages

The architectural components of the ECO-eNET project are mapped to the work packages (WPs) based
on their technical scope and development responsibilities, as indicated below:

o  WP2 (Transmission Systems Development) is responsible for developing the physical transport
infrastructure. This includes designing and prototyping plasmonic RFW links (T2.1), FSO fixed
wireless links (T2.2), OSaa$S, and fibre sensing technologies (T2.3). These components
collectively form the Confluent Transport Links. WP2 also manages the development of
confluent xHaul transmission (T2.4), which integrates the aforementioned link technologies into
a unified transport layer and is related to the Confluent Transport Node architectural block.

o WP3 (Confluent Mesh Networking) is responsible for the control, management, and
orchestration of the architecture as well as the two vertical planes: E2E Al and E2E Monitoring
and Analytics. The work package task of infrastructure control and monitoring (T3.1)
encompasses the Integrated Access and Confluent Networks controller, as well as E2E
Monitoring and Analytics. End-to-end infrastructure orchestration (T73.2) covers the
Confluent Network Manager, while service brokering and orchestration (T3.3) addresses the
E2E Service Management functions and supporting elements (such as the Universal non-RT
RIC). The Al orchestration and data curation task (T3.4) supports the E2E Al plane and the
development of AI/ML models. WP3 also integrates open-source or third-party implementations
of B5G/6G core components and computing platform controllers and supports (together
with WP4) the deployment and evaluation of distributed infrastructure elements such as 3GPP-
defined blocks (e.g., UPF) and O-RAN components (e.g., CU, DU). The investigation and
assessment of D-MIMO technologies is also carried out within WP3.

o WP4 (Experimental Realisations and Demonstrations) focuses on integrating and validating the
technologies developed in WP2 and WP3. This includes outdoor transmission experiments
combining RFW and FSO links (T4.1), edge network resource allocation based on fibre sensing
feedback (T4.2), and final demonstrations of energy and latency-optimised confluent mesh
networking (T4.3). WP4 serves as the experimental platform for assessing the performance
and interoperability of the complete ECO-eNET architecture.
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12. Conclusions

This deliverable presented the high-level notional architecture of the ECO-eNET system, detailing its
functional composition, key interfaces, and alignment with project requirements. The architectural
design is built on a modular and extensible framework as a starting point for future standards and
incorporation into a wide range of other architectures, enabling the integration of confluent transport
networks with heterogeneous access and compute resources.

The document reviewed relevant industry and research initiatives, including Hexa-X(-1l), O-RAN, and
6G-IA, and positioned the ECO-eNET architecture in relation to these efforts. It introduced architectural
innovations such as the Confluent Network Manager and extended existing functional blocks to support
the project’s goals of confluent networking, intelligent orchestration, observability, and energy-aware
operation. Each functional block was described in terms of its role, interfaces, and dependencies, with
mappings provided to both system-level requirements and the corresponding work packages. The
architecture supports experimentation with emerging technologies, including the integration of non-
3GPP access via N3IWF, distributed MIMO, and Al-driven service management.

The outputs of this deliverable will serve as input for the implementation and integration activities in
WP2, WP3, and WP4. The architectural definitions and interface specifications will be further refined
and validated through prototyping and experimentation, with future adjustments informed by insights
gained from implementation. As a reference concept, the architecture is intended to guide the ECO-
eNET project. However, developing a complete, production-ready system is not within the scope of the
project. Therefore, different components or subsets may be demonstrated independently through
targeted experiments and proof-of-concept activities.
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Appendix |

Background information on D-MIMO

Scaling the network capacity and efficiency by merging front-haul, mid-haul, and back-haul (xHaul)
infrastructure with access networks is an important step in ECO-eNET’s objectives towards integrating
optical and radio transport to form a confluent edge network. This integration facilitates more effective
interference management, macro diversity, and scalable deployment, all of which are essential for
achieving the ultra-high data rates, energy efficiency and low latency required in 6G.

D-MIMO is a key technological enabler to reach this objective. It supports multiple parallel data streams
by exploiting spatial diversity, thereby increasing spectral efficiency and improving signal quality.
Furthermore, its distributed architecture allows for incremental deployment, making it suitable for cost-
effective network upgrades. However, implementing D-MIMO requires careful consideration of
deployment scenarios, signal processing techniques, scheduling, and user, control plane security and
the extent of distribution. This refers to the need of coordinated planning across several aspects,
including how and where TRPs are deployed, the complexity of signal processing algorithms used, how
resources are scheduled among users, and how control and user plane functions are securely managed
across the distributed nodes. These factors collectively determine the feasibility and performance of a
D-MIMO implementation in real-world scenarios.

The extent of distribution of TRPs and their coordination significantly impacts system performance,
particularly at higher frequency bands where path loss is more dominant. For optimal implementation,
phase-coherent joint transmission with centralised processing is considered the ideal approach, as it
maximises spectral efficiency and improves interference management. However, due to practical
challenges in maintaining phase coherence across distributed TRPs, alternative techniques such as
phase non-coherent transmission with data duplication at each TRP are also viable, although with lower
spectral efficiency [57], [58].

In a typical D-MIMO system, TRP generally refers to conventional access segment network elements
such as gNBs, RU, or DUs, which are coordinated to provide joint transmission and/or reception.
Complementing to such elements, different types of TRPs including Reconfigurable Intelligent Surfaces
(RIS), Network Controlled Repeaters (NCR), and IAB can be used. NCRs can extend coverage in blind
spots, while RISs can be employed to dynamically manipulate signal propagation to optimise the access
link quality. Motivated by the coverage enhancements and flexible network densification with Non-Line-
of-Sight (NLoS) backhaul, IAB, which provides access and backhaul at the same node, has been
considered in the 3GPP since 2017 to provide an alternative to fibre backhaul by extending new RAN
to support wireless backhaul [59]. Here, the IAB architecture is based on the CU/ DU split in the gNB,
and has two types under consideration, namely, hierarchical (mainly) and mesh, based on its
configuration.

The IAB Donor is the central node in an IAB deployment, which is a full-featured gNB that is connected
to the core network via traditional backhaul link (typically fibre or high-capacity wireless link). It acts as
serving UEs in the access segment and also provides wireless backhaul to child IAB nodes. A child IAB
is a special gNB that has no direct traditional connection to the core network. Instead, it connects
wirelessly to an IAB Donor or another IAB Node (multi-hop is standardised). Both IAB donor and child
IAB node can implement user plane and control plane protocol terminations towards the UE, whereas
an RIS is envisioned to only terminates the control plane [60]. IAB approach can also be applied
similarly in the fronthaul in the context of D-MIMO.

Cell-free (CF) massive MIMO on the other hand is a complementing evolution of D-MIMO in the access
segment, which eliminates traditional cell boundaries and deploys a large number of access points
(APs), i.e., TRPs, which are all connected to a central processing unit (CPU). The CPU coordinates
coherent joint transmission and reception across all TRPs to serve users simultaneously, using the
same time-frequency resources ensuring interference management. This allows the network to act as
a single, unified massive MIMO system. In contrast, D-MIMO typically involves cooperation among a
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limited number of neighbouring RUs with localised coordination. Here, the TRPs simultaneously serve
the UEs within the locally co-ordinated cell-area.

While CF-MIMO systems can enhance user fairness and throughput, they also introduce significant
complexity due to stringent backhaul and synchronisation requirements. These constraints currently
limit their practical suitability to hotspot scenarios such as factories and stadiums [61]. Table 17 provides
a structured comparison of key architectural and operational aspects of D-MIMO and CF-MIMO. Due
to the ongoing standardisation and deployment efforts around D-MIMO for 6G, the ECO-eNET project
will focus its research on D-MIMO as a more feasible and scalable solution as reflected in the overall

architecture diagram and in Figure 11.

Table 17: Comparison of D-MIMO and CF-MIMO in the access segment [61]

Aspect

D-MIMO

CF-MIMO

Architecture

Multiple distributed APs
coordinate, usually within a cell.

Very large number of distributed
APs serve users jointly, no notion
of traditional "cells".

Coordination

Limited coordination among APs
(e.g., clustered cooperation).

Full, system-wide cooperation —
all APs serve all users together.

User Association

Users are often associated with
one (or a few) APs.

Users are served simultaneously
by all APs across the network.

Requirements

some control or channel
information).

Scalability Easier to scale with limited Harder to scale due to need for
coordination. system-wide synchronisation
and fronthaul demands.
Backhaul Moderate (APs need to exchange | Very high (central processing or

tight coordination of all APs
needed).

Target Scenarios

Hotspot areas, small cells,
enterprise environments.

Ultra-reliable and uniform
coverage over large areas
(stadiums, factories, rural
zones).

Deployment Density

APs are moderately dense.

APs are extremely dense and
distributed everywhere.

edge performance.

Processing Often done partly at each AP, or | Often centralised (at a Central
at a local controller. Processing Unit - CPU).
Goal Improve throughput and cell- Eliminate "cell boundaries" and

provide consistent quality
everywhere.

Key intuition:

e D-MIMO can be seen as team of nearby TRPs helping each

other within a limited area.

e Cell-free Massive MIMO can be seen as the entire network

acting as one huge, TRP.
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Acronyms

Abbreviation Meaning

3GPP
5G
6G
6G-I1A
Al
AF
Al
AlaaS
AlO
AMF
AMQP
AP
API
AR
aRoF
ASN.1
AWG
B5G
BCN
BER
BSS
CA
CAPIF
CDM
CF-MIMO
CN
CNF
cpP
CPU
cu
CUPS
DAS
DataOps
DCO
DiD

3rd Generation Partnership Project
Fifth Generation (mobile networks)
Sixth Generation (mobile networks)
6G Smart Networks and Services Industry Association
Interface between non-RT RIC and near-RT RIC
Application Function

Artificial Intelligence

Al as a Service

Al Orchestration

Access and Mobility Management Function
Advanced Message Queuing Protocol
Access Point

Application Programming Interface
Augmented Reality

analogue Radio-over-Fibre

Abstract Syntax Notation One [62]
Arrayed Waveguide Grating

Beyond 5G

Beyond Communication Network

Bit Error Rate

Business Support System

Certificate Authority

Common API Framework

Context Data Management

Cell-Free Massive MIMO

Core Network

Cloud-Native Function

Control Plane

Central Processing Unit

Centralised Unit

Control and User Plane Separation
Distributed Acoustic Sensing

Data Operations

Digital Coherent Optics

Defence in Depth
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D-MIMO
DN
DSIT
DU
DWDM
E2
E2CCC
E2 KPM
E2 Node
E2RC
E2E
E-5GC
eMBB
ETSI
F1
FCAPS
ForCES
FSO
gNB
gNMI
GNSS
GPRS
GPU
gRPC
GTP
GTP-U
HRLLC
HTTP(S)
IAB
IAC
IETF
IMT
loT
IP
IPoDWDM
ISAC
ITU
ITU-R

Distributed Multiple Input Multiple Output

Data Network

Department for Science, Innovation & Technology
Distributed Unit

Dense Wavelength Division Multiplexing

O-RAN interface between near-RT RIC and E2 Nodes
E2 Cell Configuration and Control

E2 Key Performance Measurement

RAN node controlled via E2 interface

E2 RAN Control

End-to-End

Evolved 5G Core

Enhanced Mobile Broadband

European Telecommunications Standards Institute
O-RAN interface between DU and CU

Fault, Configuration, Accounting, Performance, Security

Forwarding and Control Element Separation
Free Space Optics

Next Generation Node B (5G base station)
gRPC Network Management Interface
Global Navigation Satellite System

General Packet Radio Service

Graphics Processing Unit

gRPC Remote Procedure Call (recursive acronym)
GPRS Tunnelling Protocol

GPRS Tunnelling Protocol - User Plane
Hyper Reliable and Low-Latency Communication
Hypertext Transfer Protocol (Secure)
Integrated Access and Backhaul

Integrated Access and Confluent Networks
Internet Engineering Task Force
International Mobile Telecommunications
Internet of Things

Internet Protocol

IP over DWDM

Integrated Sensing and Communication
International Telecommunication Union

ITU Radiocommunication Sector
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I-UPF
KPI
L1,L2,L3
Li-Fi
MANO
mAT
mATRIC
MEC
MIMO
ML
MLOps

Mm1, Mm3, Mp1

mMTC
mmWave
MQTT

N1, N2, N3, N4, N6, N9

N3IWF
NAS
NBI
NCR
NEF

NETCONF
NF
NFV
NGAP
NLoS
near-RTRIC
non-RT RIC
NRF
NR-Uu
NSMF
NSSF
NTN
NWDAF
01/02
O-Cloud
OEO

Intermediate User Plane Function
Key Performance Indicator
Layers 1,2 or3*

Light Fidelity

Management and Orchestration
Multi-Access Technology

Multi-Access Technology Real-Time Intelligent Controller

Multi-access Edge Computing

Multiple Input Multiple Output

Machine Learning

Machine Learning Operations

ETSI MEC reference point interfaces
Massive Machine-Type Communication
Millimetre Wave

Message Queuing Telemetry Transport
Standardised 3GPP Interfaces
Non-3GPP Interworking Function
Non-Access Stratum

Northbound Interface

Network Controlled Repeater

Network Exposure Function

Network Configuration Protocol
Network Function

Network Function Virtualisation

Next Generation Application Protocol
Non-Line-of-Sight

Near-Real-Time RAN Intelligent Controller
Non-Real-Time RAN Intelligent Controller
Network Repository Function

5G New Radio air interface

Network Slice Management Functions
Network Slice Selection Function
Non-Terrestrial Networks

Network Data Analytics Function
0-RAN management interfaces

O-RAN Cloud Infrastructure
Optical-Electrical-Optical

4 In reference to the Open Systems Interconnection (OSI) model
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Open API
Open FH
O-RAN
OSaas
0SS
() (¥
P4Runtime
PCF
PFCP
PIC
PNF
PoP
PRB
QFI
QoS
R1
RAI
RAN

rApp

REASON

REST
RESTCONF
RF
RFW
RIC
RIS
RNIB
ROADM
RPC
RRM
RT
RU
SBA
SBI
sc
SCTP
SDN
SFP

Open Application Programming Interface
Open Fronthaul

Open Radio Access Network

Optical Spectrum as a Service
Operations Support System

Optical Cross-Connect
Protocol-independent Packet Processor Runtime
Policy Control Function

Packet Forwarding Control Protocol
Photonic Integrated Circuit

Physical Network Function

Point of Presence

Physical Resource Block

QoS Flow ldentifier

Quality of Service

Interface between non-RT RIC and rApps
Radio Analytics Information

Radio Access Network

Non-RT RIC Application

Realising Enabling Architectures and Solutions for Open
Networks

Representational State Transfer
RESTful Configuration Protocol

Radio Frequency

Radio Fixed Wireless

RAN Intelligent Controller
Reconfigurable Intelligent Surface
Radio Network Information Base
Reconfigurable Optical Add-Drop Multiplexer
Remote Procedure Call

Radio Resource Management
Real-Time

Radio Unit

Service-Based Architecture
Southbound Interface

Software Community

Stream Control Transmission Protocol
Software-Defined Networking

Small Form-factor Pluggable
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SIEM
SLA
SMF
SMO

SNMP

SNS

SNSICE

SNSJU
SoC
SSH
SSL

T-API
TLS
TRP
UDM
ubDP

UE
UENIB
upP
UPF

URLLC
VLC
VNF
VPN

WDM
Wi-Fi
WP
XApp
xHaul
Xn
XR
Y1
ZsSM

Security Information and Event Management
Service-Level Agreement

Session Management Function

Service Management and Orchestration
Simple Network Management Protocol
Smart Networks and Services

SNS Industry Community Evaluation

SNS Services Joint Undertaking

Strength of Control

Secure Shell

Secure Sockets Layer

Transport API

Transport Layer Security

Transmission Reception Point

User Data Management

User Datagram Protocol

User Equipment

UE Network Information Base

User Plane

User Plane Function

Ultra-Reliable Low-Latency Communication
Visible Light Communication

Virtual Network Function

Virtual Private Network

Wavelength Division Multiplexing

Wireless Fidelity

Work Package

Near-RT RIC Application

Unified term for fronthaul, midhaul, and backhaul
5G interface between RAN nodes

Extended Reality

0O-RAN interface for Radio Analytics Information

Zero-touch network and Service Management
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